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CHAIR’S CORNER
Our Standards and Open Source (“SOS”) 
Committee remains dedicated to its mission. 
While we continue to adapt to our evolving 
virtual work, education and personal 
activities, we work to consider industry 
standards and open source software issues 
that relate to intellectual property and share 
relevant information to our membership and 
the community at large. 

In order to do so in an effective manner 
given our current circumstances, we 
obtained approval in April to invite non-
AIPLA members to participate in our 
Committee Meetings and special events. 
We will continue this practice over the 
coming months to broaden the reach of 
the Committee and our information sharing 
efforts. Our most recent events—the 
regularly scheduled April Committee Meeting 
and a pair of educational sessions scheduled 
during the AIPLA’s Spring Meeting—
underscores these efforts. 

Chris O’Neill of IBM presented on the 
Community Data License Agreement (CDLA) 
during our April 24 Meeting, a well-attended 
event which included several non-AIPLA 
participants. Notes from that meeting, as 
part of our usual practice, are available on 
our AIPLA SOS microsite, and an article 
addressing the material presented by 
Chris is included in this newsletter. During 
the Spring Meeting, we teamed with the 
Copyright and Electronic and Computer 
Law Committees to present a CLE program 
giving a forward-looking deep dive into 

the interface between standards and 
open source software, an event with over 
90 participants. Three separate papers 
prepared by panel members are included 
in this newsletter. We also teamed with the 
Emerging Technologies and IP Practice in 
China Committees for a non-CLE discussion 
on the ongoing standardization efforts in 
the People’s Republic of China in the area 
of artificial intelligence. This, too, was a 
well-attended event which included over 40 
participants; extraordinary for a non-CLE 
event. Presentation materials for both events 
are available on our AIPLA SOS microsite. 

To further assist in our community efforts, 
we are presently interviewing law school 
students for a voluntary position on the 
committee to assist with legal research, 
social media postings and other efforts. 
There are many law school students seeking 
meaningful activities for the summer and 
beyond to bolster their resumes, particularly 
given the current paucity of employment 
opportunities, and are hopeful that our 
position(s) will be of assistance. As always, 
please reach out to our Committee leadership 
if you have thoughts on ways to improve our 
efforts. 

SUB-COMMITTEES 
The Committee has established 
subcommittees to focus on three important 
topics at the intersection of IP and 
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competition law—Standards, Open Source, and 
Programs—with periodic telephone conference calls in 
which members of our subcommittees share important 
developments in their focus areas with members of 
the Committee as a whole. Please reach out to the 
subcommittee chairs to get involved!

 Standards:  Michael Atlass, Qualcomm
 Open Source: John Lyon, Thomas Horstemeyer, LLP
 Programs:  Dennis Duncan

OUR CURRENT NEWSLETTER
Our current newsletter includes short articles addressing 
IP Policies for Blended Open Standards and Software 
Development Communities, Open Source and Open 
Standards, Open Data Licensing and the Community 
Data License Agreement (CDLA), and Standards and 
Open Source in the Age of Artificial Intelligence (AI). The 
SOS Committee publishes this newsletter three times 
a year in connection with the three regularly scheduled 
AIPLA meetings and is distributed electronically to our 
Committee members. It is also posted on the Committee 
webpage, and more widely distributed by the AIPLA. 
We welcome articles from regular as well as first-time 
contributors on any relevant topics of interest. If you 
would like to contribute an article, please contact our 
newsletter editor Per Larsen of Holland & Hart.

GUEST SPEAKERS AT MONTHLY CALLS
So far in the Spring 2020 term, we have had four guest 
speakers who presented at our Committee monthly calls 
or joint monthly calls with other committees: 

• Michele Herman of JusTech Law presented on Why 
Interfaces Matter, Oracle v. Google,
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• Jennifer Dickson, Special Counsel for Policy and 
Intellectual Property in the Antitrust Division of the 
Department of Justice presented on developments in 
the DOJ related to SEPs, 

• Chris O’Neill, Associate General Counsel, Intellectual 
Property at IBM, presented on the Community Data 
License Agreement (CDLA), a licensing framework 
promulgated and sponsored by The Linux Foundation to 
support collaborative communities built around curating 
and sharing open data, and

• Dr. Betty Xu, Ph.D. from Seconded European 
Standardization Expert in China (SESEC) presented on 
Artificial Intelligence Standardization in China. 

We welcome our Committee members (and non-members 
who are interested) to present any relevant topics of 
interest as guest speakers at our monthly calls. If you 
would like to present as a guest speaker, please contact 
Wenjie Li. 

Finally, please check out the SOS web site for access to 
papers presented at meetings, and to help you plan to 
participate in our monthly committee calls. Participation in 
these calls will help you to keep abreast of SOS activities 
and give you opportunities to participate and strengthen 
our community. 

Best regards,  
The SOS Committee Leadership,  

Chair: Paul Ragusa, Baker Botts LLP 
Vice Chair: Wenjie Li, IBM

(Sub-Committee Reports continued on P.3)

(Chair’s Corner continued from P.1)
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SUB-COMMITTEE REPORTS 

STANDARDS – MICHAEL ATLASS 

The Standards Subcommittee has held lively discussions 
on topics related to Standards and SEPs. Current events, 
such as the placing of Huawei on the Department of 
Commerce BIS entities list, cases with decisions or action 
related to standards or SEPs, actions of various standards 
bodies, and the like, are given an opportunity for monthly 
discussion at these meetings.

In the past quarter, the Standards Subcommittee has 
been discussing possible CLE topics as well as topics 
and possible presenters for future AIPLA SOS meeting 
presentations. We have discussed how to provide a 
variety of viewpoints and these discussions feed into 
outreach to possible presenters.

The Standards Subcommittee meets the second Monday 
of each month at noon Eastern. Please email Michael 
Atlass (matlass@qualcomm.com) if interested in 
attending.

OPEN SOURCE – JOHN LYON
The Open Source Subcommittee has been discussing 
ideas for CLE. The discussed ideas included licensing 
of data sets, which are a moving target right now with 
changes in privacy laws, etc.

Please email John Lyon (John.Lyon@thomashorstemeyer.
com) if interested in attending. 

PROGRAMS – DENNIS DUNCAN
At the virtual Spring Meeting, we held a joint presentation 
with the Copyright and Electronic and Computer Law 
Committees on the interface between Open Source and 
interoperability standards, entitled “Tearing Down the Wall 
Between Open Source and Interoperability Standards, How 
IP Strategies and New Technologies Can Open Gateways.” 
Dina Kallay moderated, with panelists John Lyon, David 
Marr, Michelle Herman, and Ben Siders.

We also held a joint presentation with the Emerging 
Technologies and IP Practice in China Committees on 
standardization of AI on China on May 14.

We submitted two topics for the Annual Meeting, one 
topic was accepted as part of the plenary program, which 
will be a joint program with Antitrust and Licensing. Our 
topic is FTC v. Qualcomm, and it will be combined with 
presentations on licensing and the role of IP in IPOs. 

LIAISON REPORT
ANTITRUST – DINA KALLAY
• The Antitrust Committee participated in the joint 

committee call with SOS on the USPTO/DOJ/NIST Policy 
Statement. In addition, the Antitrust Committee had 
a speaker on aspects of Oracle v. Google related to 
competition at the February Committee meeting. We are 
also arranging to have a speaker at our next Antitrust 
Committee meeting who represents Fortress in the 
on-going Fortress-Intel/Apple case in which the DOJ 
has filed a statement of interest.

M&A – STAN WEINSTEIN
• The M&A Committee had a session at the virtual Spring 

Meeting on IP Considerations for a Global Supply Chain 
with speakers from India, Israel, and Mexico.
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NOTEWORTHY CASES
Oral Proceedings in FTC v. Qualcomm 
Oral Proceedings were held in the FTC v. Qualcomm 
appeal on February 13, 2020, the oral proceedings can be 
streamed, available at https://www.ca9.uscourts.gov/media/
view_video.php?pk_vid=0000017078

Lenovo files Antitrust claims against Interdigital  
On April 9, 2020, Lenovo and Motorola Mobility filed a 
Complaint against InterDigital in the District of Delaware 
alleging InterDigital violated U.S. antitrust law and 
contractual FRAND commitments by its standard setting 
participation and licensing practices related to 3G and 4G 
standard essential patents (SEPs). For more information, 
see https://www.essentialpatentblog.com/2020/04/
lenovo-motorola-file-antitrust-claims-against-interdigitals-
standards-setting-participation-and-patent-licensing-
practice-lenovo-v-interdigital/

Patents found non-essential by the ITC in INVT SPE v. 
Apple 
On February 18, 2020, ALJ McNamara issued an Initial 
Determination on Violation in INVT SPE’s ITC case against 
Respondents Apple, HTC, and ZTE, finding INVT SPE failed 
to show a violation of Section 337 of the Tariff Act of 1930. 
The ALJ found no asserted claims were infringed, no claims 
were invalid, there was no requisite domestic industry, 
and, of particular interest to our readers, that none of the 
asserted patents are essential to 3G or LTE standards. The 
Recommendation on the Public Interest and Remedy was 
issued on April 3 and should be publicly available shortly. 
For more information, see https://www.essentialpatentblog.
com/2020/04/judge-mcnamara-finds-invt-patents-are-not-
essential-will-issue-comments-on-frand-commitments-invt-
v-apple-337-ta-1138/

ITC finds Netlist SEPs not infringed by SK Hynix 
On April 7, 2020, the U.S. International Trade Commission 
issued its Notice of Opinion in Investigation No. 337-TA-
1089, essentially reversing Chief Administrative Law Judge 

(“ALJ”) Bullock’s Initial Determination and declining to issue 
remedial orders blocking SK Hynix products from the sale 
in or import to the U.S. The ITC found that no remedy was 
warranted, as patent owner Netlist (complainant) failed to 
establish that Korean-based SK Hynix infringed the asserted 
patents and failed to meet the technical prong of the ITC’s 
domestic industry requirement. For more information, see 
https://www.essentialpatentblog.com/2020/04/itc-avoids-
sep-frand-issues-by-finding-patents-not-infringed-netlist-v-
hynix-337-ta-1089/

FRAND commitments for US Patents will be evaluated in 
Optis v. Apple (E.D. Tex.) 
On March 2, 2020, Judge Gilstrap issued an Order granting-
in-part Apple’s motion to dismiss a declaratory judgment 
claim by Optis to the extent the claim related to FRAND 
commitments for foreign SEPs. But he maintained the 
action as to FRAND commitments for U.S. patents. For 
more information, see https://www.essentialpatentblog.
com/2020/04/judge-gilstrap-dismisses-foreign-sep-frand-
claims-in-global-sep-feud-but-maintains-claims-on-us-
seps-optic-wireless-v-apple/

Caltech wins $1.1B verdict against Apple and Broadcom 
on non-FRAND encumbered SEPs 
On January 29, 2020, Caltech prevailed in its Central 
District of California jury trial against Apple and Broadcom, 
where the jury found both Broadcom (who supplied WiFi 
chips) and Apple (who sold products with the Broadcom 
WiFi chips) infringed all five asserted claims of Caltech’s 
U.S. Patent Nos. 7,116,710, 7,7421,032, and 7,916,781, 
and awarded over $1.1 billion in total damages. The case 
marks what appears to be the largest verdict awarded on 
standard essential patents (SEPs) that were not subject 
to any standard-setting commitment (i.e., no RAND 
commitment). For more information, see https://www.
essentialpatentblog.com/2020/04/caltech-gets-1-1-billion-
verdict-against-apple-broadcom-on-seps-that-had-no-
rand-commitment/
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IP Policies for Blended Open Standards and Software Development Communities 
by Michele Herman, JusTech Law, PLLC 1  2 

 
Learning from History, A Lesson for SDOs 
In 2006, Sun Microsystems announced that it would 
open source both its Java Platform, Standard Edition 
(Java SE) under the GNU general public license version 2 
(GPLv2).3 Sun developed the Java programming language 
and standardized it in 1995. The Java SE includes both 
declarative code (APIs) and implementing code. The 
implementing code carries out functions that many Java 
developers want to use in their applications, while the 
declarative code is used by developers to invoke these 
functions. In this way, Java programmers do not each have 
to write their own code to perform the same functions. 
They simply use the existing implementing code through a 
standard set of APIs. By 2010, more than 6 million software 
developers had used Java to create applications to run on 
more than 4 billion computers and other devices. 

A key objective for Java platforms was that application 
developers could write their programs once and those 
programs would run on any device with any operating 
system. This write-once-run-anywhere framework required 
that developers and device makers comply with Sun’s 
standard sets of APIs. Sun maintained strict control on the 
APIs, the declarative code, to maintain conformance. In 
order to use the Java platforms, Sun required developers 
and others to agree to a variety of licenses that included 
restrictions on modifying the APIs (even using subsets of 
them), notwithstanding that some of the platforms had been 
released under the GPLv2.4 

Google announced the Android Open Source Project (AOSP) 
in November 2007. It became the bestselling mobile 
operating system for handsets in 2011 and as of early 
2020, Android’s market share of smartphone devices was 
around 87%.5 Given Android’s dominance today, it is difficult 
to imagine its situation back in the Bronze Age of mobile 
devices a mere 13 years ago, when Google was about one-
fifth of its current size and actively searching for a way to 
compete against the newly-released iPhone. 
 
The fear at the time was that Apple might someday shut 
down Google Search on the iPhone6 / 7—a frightening 
notion as it became clear that mobile devices would far 

outstrip traditional PCs in growth. Google realized it would 
be extremely difficult to compete by creating its own 
proprietary vertical stack, so it opted to pursue a radically 
different strategy that was more closely aligned with its 
mission and expertise: develop an open source operating 
system that would provide a credible alternative to iOS, give 
it away for free, and use it to drive users to Google’s core 
software services. The hope was to develop Android into 
the standard mobile operating system—a hope that has 
largely been realized, but with several key ramifications that 
have become apparent along the way. There is an important 
lesson here for Standards Development Organizations 
(“SDOs”). Choices made early in the process to release 
code and APIs under certain open source licenses have 
enabled proprietary interests in Java and Android to outstrip 
community interests in the evolution of these platforms and 
in preserving vendorneutral ecosystems. 

From the beginning, core to Google’s strategy, was making 
Android open source so that any hardware manufacturer, 
software developer, wireless carrier, car company, or home 
appliance brand could adopt it and bring Google into places 
it could never enter on its own. The open source ethos also 
fit well with Google’s culture and branding since it was 
developer-friendly and distinct from existing competitors 
such as Microsoft whose products at the time were 
primarily closed-source. 

Rather than starting at ground zero to develop Android, 
Google leveraged the existing, robust Java community of 
applications developers. By incorporating Java APIs exposed 
through Java’s open source projects into Google’s new 
platform, Java applications developers could easily adapt 
their applications and use existing Java development tools 
to create new applications that would run on Android. But 
doing so would create a fork in Sun’s Java SE platform. 
After negotiations between Google and Sun failed, Google 
copied the declarative code for 37 packages8 out of 166 
packages but mostly wrote its own implementing code 
for these packages. Thus the Android community under 
Google’s leadership created a major fork in the Java SE 
resulting in a long-running bitter series of lawsuits pursued 
by Oracle after it acquired Java and its related intellectual 
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property rights with its acquisition of Sun Microsystems.9 
Today, anyone can obtain Android’s source code, submit 
patches, or contribute to the documentation, just like 
familiar open source projects such as the Linux kernel, the 
Apache Web Server, PostgreSQL or WordPress. But Android 
is different in several key ways that may be surprising to a 
casual observer thinking that the polished experience one 
gets with the latest Samsung Galaxy is being run by open 
source software. Many of the things that make Android 
“Android” are either services being run by Google or its 
closed source applications, like Google Maps, Gmail, and 
YouTube. Google licenses two versions of Android– the 
Android Open Source Project (AOSP) version and the Google 
Play version accessed through the Open Handset Alliance. 
The AOSP versions are open source released under the 
Apache License version 2.0 but often neglected in favor 
of the proprietary Google Play versions, which are clearly 
where Google spends the bulk of its efforts. The Google Play 
versions are more modern, have much richer features, and 
are more tightly integrated with Google services.10 

When a handset manufacturer licenses this from 
Google, it is obligated to adhere to certain rules: 
there are some UI restrictions, a suite of Google 
Apps need to be present on the device—Google 
Maps, YouTube, Gmail, Calendar, etc. Google 
Search will need to be the default search engine. 
There is a long document describing all these 
rules that Google calls the Compatibility Definition 
Document. Additionally, the manufacturer is now 
tied into Google’s ecosystem. It cannot build any 
device that does follow these rules. 

Like Sun and Oracle, Google tightly controls its APIs. The 
result is that the final product as seen by most users, 
though incorporating some open source software, only 
has a subset of truly open source code. And the core 
features that drive user adoption are frequently closed 
source or services that are controlled by Google. And by 
promoting its core closed applications for the iPhone, 
Google’s tight control over their respective APIs, means that 
Apple iPhone applications developers can also easily port 
their applications to run on Google’s proprietary Android 
platform.12

Just as Google has shown by forking Java SE, maintaining 
control of an open source project is not easy, even for 
companies as powerful as Google, Oracle, or Sun in its 
heyday. In fact, many of the ways Google has managed 
to remain the dominant force behind Android are only 
available to a huge market participant—smaller companies 
would likely have lost much more control far earlier in the 
evolution. 

And cracks have definitely emerged, most notably with 
China. Google has a fraught history with the Chinese 
government, which has severely limited its ability to 
control Chinese OEMs to the same extent as elsewhere 
in the world. For example, Google’s killer applications are 
banned in China.13 As a result, there are numerous forks of 
Android in China, leading to incompatible APIs, multiple app 
stores, and differing account systems that create serious 
headaches for users and developers14 - precisely the 
situation a brand or set of standards is intended to 
avoid. More recently, the blacklisting of Huawei by the 
US government prohibits any collaboration with Google– 
Huawei devices cannot lawfully have Google Play apps, 
allow access to the Google Play Store, or utilize Google 
services. Huawei is not exactly a bit player, with sales of 
$123 billion in 2019,15 and it has developed a polished and 
highly-usable fork of Android, as have Xiaomi, Vivo, and 
others.16 Xiaomi, Vivo, Oppo and Huawei together account 
for 40.1% of the global handset shipments in the fourth 
quarter of 2019, meaning their adaptations of Android have 
found significant commercial success (Kirton 2020). 

The lesson in all of this for SDOs is that utilizing open 
source software to speed up development and market 
penetration is not a panacea. The cost is control for the 
good of the community at large, and it is critical for SDOs 
to understand and analyze what balance is right for them 
at the outset of developing a new standard. Once the open 
source genie is out of the bottle, it can be very difficult to 
stuff it back in, even for the largest of industry players. 
SDOs should not automatically select certain well-known 
open source licenses just because software collaboration 
is useful to the SDO’s goal. Rather SDOs should select 
open software17 licenses that benefit from a community 
of software developers but are tailored to the SDO’s goals 
which include the development and promotion of both 
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vendor and business model neutral conformant applications 
and devices. 

This paper will discuss the use of specific open software 
licenses that can be used by such SDOs to reduce the 
likelihood of undesirable forks such as those described 
above and to ensure a reasonable degree of standards 
conformity while benefitting from the accelerated 
development cycle and community engagement in a 
vendor and business model neutral environment. To 
help understand these open software licenses, Section II 
provides a brief primer explaining open source licenses and 
some risks that SDOs face when initiating projects with 
certain types of open source licensing. Section III provides 
an overview of SDO IP frameworks and how they can be 
merged with community software development using open 
software licenses for emerging technologies such as 5G, 
the Internet of Things (“IoT”) and cloud services. 

SSOs and Open Source Software (OSS) 
Open Source Software (“OSS”) is software that is licensed 
under an OSS license. There are hundreds of OSS licenses, 
and unique OSS licenses can be crafted by any software 
developer. In general, common terms of an OSS license 
state that a recipient of the OSS is free to copy, modify, 
and redistribute the OSS in source or executable form, with 
or without modifications. The most common attributes of 
an OSS license, however, are that the software is vendor-
neutral and publicly available via a self-executing license. 
Today OSS can be found in nearly every product that 
includes software and in applications that run on virtually 
any device, and within the infrastructure that runs nearly 
any type of business. This section provides a brief primer 
on OSS, and then describes several risks associated with 
the recent trend in the software development community 
when implementing OSS as a standard or utilizing OSS 
development to advance and promote a standard. 

Primer on OSS and Standards 
Some common OSS licenses are very permissive in that 
the only requirements for compliance include reproduction 
of the copyright notice and the OSS license in each copy 
of the OSS that is distributed. Other common OSS licenses 
are quite restrictive despite being “royalty-free.” These 
restrictive licenses, also known as copyleft or reciprocal 

licenses, require the source code to be made available 
to downstream recipients including a distributor’s own 
modifications and additions along with the copyright 
notice and the OSS license. Some restrictive OSS licenses 
may attach very broadly, however, to “additions” and 
“modifications” so that the restrictive OSS license covers 
substantial proprietary software that may be combined with 
the OSS and distributed together, i.e., the GPL. 

It should be clear that those developing software and 
licensing it under an OSS license cannot obtain a direct 
return on their investment by charging royalties or other 
fees associated with the software itself—there must 
be some alternative business model such as charging 
for support or, like Google, providing key services and 
potentially closed source software along with the open 
source material that drives revenue or market share. Those 
using OSS with their own proprietary software, however, 
may place their own proprietary software at risk of also 
being subject to reciprocal OSS licensing terms, or other 
non-compliance risks. It seems illogical then that the 
development and use of OSS would be so pervasive. 

There are, however, many valid reasons for the widespread 
acceptance of OSS, and indeed, several business models 
leverage OSS. As indicated above, information and 
communications technology (“ICT”) businesses that provide 
ICT support, integration, customization, and/or maintenance 
rely on their customers purchasing a solution of hardware, 
software, and such services. If the software is free, 
customers may be willing to pay for the services so long as 
the total cost of the solution meets customers’ expectations 
and needs. Often, device makers that traditionally invest 
their R&D dollars into hardware development and lack 
software expertise have fewer internal resources to expend 
on software development. Such device makers may find 
that they can limit their R&D investment in software 
development by investing in OSS community development 
projects because others share the costs of such projects 
with the same motivation and the software is not needed 
to differentiate their products. Software as a service 
(“SaaS”) is an example of another business model that 
frequently consumes OSS developed by others for free but 
is integrated into a hosted service which customers pay 
subscription fees to use. 
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Software including OSS must often conform to ICT 
standards to enable interoperation, communication, and 
information exchange with other products and services. 
Such standards are often developed under patent policies 
that permit participants in the standards setting process to 
license their essential patent claims to implementers of the 
standard under RAND18 terms and conditions either with 
RAND compensation or without compensation, the latter 
being referred to as a RAND-RF commitment (RAND license 
terms on a royalty-free basis). 

Risks Associated with Implementing OSS as a Standard 
In areas like 5G, IoT, and other emerging technologies that 
are increasingly software-driven, developers often speed 
up adoption by using the OSS community to produce a 
conformant implementation of a standard. In many cases, 
the developers do not wait for the standard to be fully 
designed and approved by the SDO, but rather work on 
the implementation and the standard iteratively, potentially 
accelerating the development cycle of the standard since it 
can more quickly adapt to issues raised while developing 
the implementation. Thus, there is a movement to define 
the new standards themselves as an OSS implementation. 
Even if such OSS implementations are intended to 
serve purely as reference implementations and not as a 
normative requirement for conformance to the standard, 
there are risks to this approach to be considered involving 
competition, forking, and patent licensing. 

Competition Risks 
In general, the use of prescriptive standards is strongly 
discouraged at least by the US Government.19 The 
preference for performance over prescriptive standards 
stems from the desire for agencies to avoid becoming 
dependent on a single-supplier solution. The single-supplier 
solution is also a concern of many SDOs because such a 
single-supplier solution could create unfair competition and 
antitrust risks.20 In the case of software, some SDOs have 
recognized that normative software owned or controlled 
by a particular party or parties may create such a single-
supplier requirement. Such SDOs have prohibited the 
inclusion of normative software in their specifications.21 
 
Because OSS may be copied, modified and redistributed 
freely by any party, some argue that an OSS implementation 
is not a single-supplier solution. The competition question, 

however, focuses on whether the process to develop the 
OSS implementation and the license used for its distribution 
harm competition. 

The use of certain OSS licenses is consistent with specific 
business models as discussed above but at the same time 
may exclude other business models, those that develop and 
license standardized technology including the intellectual 
property embodied in the developed technology. Those 
parties that operate according to the latter type of business 
models may understandably refuse to participate in the 
development of the OSS implementation and/or its inclusion 
in their products if the OSS licensing model is inconsistent 
with their business model. By discouraging participation 
among important groups of interested stakeholders, the 
resulting software implementation may not end up being 
vendor-neutral in terms of technology or business model. 
Even where an OSS implementation may be sourced from 
multiple suppliers, it may still be harmful to competition 
especially if the standard is so widespread and there is no 
reasonable way to enter the market without using the OSS 
implementation. 

Forking Risks 
OSS is simply software that is licensed under an OSS 
license. While there are many different views on what 
constitutes an OSS license, the Open Source Initiative 
(“OSI”) has developed a definition, the Open Source 
Definition (“OSD”), which OSI uses to certify licenses as 
OSS licenses. Many canonical OSS licenses22 have been 
certified by OSI as meeting the OSD such as the BSD, 
Apache, and GPL. While OSS licenses may include any 
software license that is vendor-neutral and self-executing 
according to the commonly understood definition, OSI-
certified licenses are a subset of that category that most 
practitioners would agree are OSS licenses. The OSD, 
however, requires that the OSS code be subject to a 
license that permits unrestricted royalty-free copying, 
modification, and redistribution.23 This means that an 
OSS implementation approved as a standard “reference 
implementation” can be modified even in non-conforming 
ways and redistributed for free, a notion that is antithetical 
to the main premise of a standard. As a result, any 
company, group of companies, including competitors, or 
even a government, who have or can obtain market share, 
could fork the standard in a way that benefits their own 
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interests and harms the original standards developers 
because such licenses authorize this type of forking. By 
contrast, specification licenses (currently the norm for 
licensing a standard) are offered by SDOs with prohibitions 
on making changes to the specification, limiting risks that 
the standard could be forked. SDOs should, consistent with 
their goals to avoid forking, consider OSS licenses that 
do not meet the OSD requirements by at least imposing 
restrictions on non-conforming modifications. 

Patent Licensing Risks 
Most SDOs operate under a patent policy that results in 
participating patentees committing that they will license 
their essential patent claims (“EPCs”) on RAND or RAND-RF 
terms. Since it is generally understood that a RAND patent 
license may include reasonable royalties, some SDOs have 
adopted RAND-RF policies that prohibit any royalties or 
other license fees in an effort to achieve wider adoption of 
the standard. Some SDOs offer participants the choice of 
choosing to license their EPCs on a RAND or a RAND-RF 
basis in patent declarations or letters of assurance that 
the participants submit to the SDO. There nonetheless 
exists a tension between open source communities, which 
prefer unrestricted royalty-free patent licensing regimes, 
and SDOs, which may allow reasonable royalties and other 
terms and conditions to be negotiated as part of a license 
to EPCs. 

The OSD, mentioned above, for example, has 10 criteria.24 
These include (i) royalty free licensing for copying, 
modification, and redistribution, (ii) no requirement to 
physically execute or accept the OSS license, and (iii) 
no discrimination against fields of endeavor.25 These 
requirements have given rise to considerable tension 
between RAND patent licensing commitments and open 
source distribution. A RAND patent license would not 
necessarily be royalty free and would be negotiated 
bilaterally between the licensor and implementer, requiring 
the implementer to sign a mutually acceptable license 
agreement. The license would also in most cases be 
limited to a field of use consistent with conformance to the 
standard. Even a RAND-RF license would in all likelihood 
be limited to a field of use consistent with conformance to 
the standard and may not be self-executing as the patentee 
would be entitled to negotiate other non-royalty RAND 
terms and conditions. 

While such patent licenses could appear to be inconsistent 
in at least these respects with the OSD, the terms of an 
OSI-approved license are granted by the software developer 
to downstream users of the software. Downstream users 
are free to redistribute that software as permitted by 
that OSI-approved license There are no actual licensing 
inconsistencies where a patentee, who has not otherwise 
contributed code contributions to the licensed OSS 
implementation, negotiates a RAND patent license with 
a licensee to cover the licensee’s distribution of the OSS 
implementation. In other words, an OSIapproved license 
generally would not prohibit a licensee from accepting a 
RAND patent license that covers a reference implementation 
of a standard licensed by the SDO under that OSS license.26 
Although the OSD and third party RAND or even RAND-RF 
licenses are not technically incompatible, OSS developers 
and community advocates have long held the view that 
these licensing regimes are incompatible, making it difficult 
for SDOs to incorporate OSS licensed under OSI-approved 
licenses into the standards development process and to 
promote OSS implementations of standards developed 
under RAND or RAND-RF SDO patent policies.27

 
The next section will discuss open software licenses that, if 
used by an SDO in its software development projects, could 
avoid this tension altogether. 

IP Frameworks for Emerging Technologies 

Historical Evolution of IP Frameworks 
In the 1980s and 90s, most standards development and 
approval took place in formal SDOs, meaning international, 
regional, or national bodies or those associations recognized 
or accredited by those bodies (e.g., American National 
Standards Institute (ANSI)-accredited SDOs like the IEEE). 
These formal bodies, to the extent that they had IPR policies 
at all, had RAND policies. RAND policies typically included 
a policy concerning the disclose of patents likely to contain 
EPCs and a policy involving the patent holder indicating 
its willingness license such EPCs on RAND terms and 
conditions. The patents that were subject to these policies 
were rarely defined and issues arising from patent licenses 
being unavailable after the standard was developed and 
implementations deployed in the marketplace were remote 
and very rare. Most companies participating, at that time, in 
SDOs and implementing standards had patent crosslicenses 
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with one another or commercial contracts with suppliers 
that protected them from claims of patent infringement. 

As new technologies such as the web, internet, mobility, 
and wireless communications became widely adopted 
and the foundation for many new paradigms took hold, 
technologies began to merge, e.g., consumer electronic 
devices that communicate, medical devices with internet 
capability, purchasing products using the web, etc. 
Additionally, as software became a component of most 
products, product life cycles became shorter and that 
reduction continues to accelerate. The traditional formal 
SDOs were ill-equipped to handle technology convergence 
because they were designed as a silo for a specific 
technology, e.g., telecommunications, and because their 
standards development and adoption processes were 
very rigid and time-consuming they were not able to meet 
market demands associated with short product life cycles.
 
As a result, numerous lighter-weight consortia began to be 
formed in the late 1990s where smaller groups of founding 
members would incubate a new standard under typically 
RAND-RF policies. Under a RAND-RF framework, companies 
would largely assume that patent licenses would not be 
required to implement the standard. The patents subject 
to such policies were generally defined very narrowly so 
that the founders would be agreeable to making RAND-RF 
commitments as such commitment would only encumber a 
very small number of their respective patents, if any. 

Founders would invite others to participate or merely adopt 
the standard under the same RAND-RF policies. Some of 
the consortia grew to hundreds of members and expanded 
to include multiple and ongoing standardization efforts. As 
the consortia model proved viable in terms of flexibility, 
scale, and speed, more and more consortia were formed. 
Over time, some consortia began to operate much more 
formally like the traditional formal SDOs, and formal SDOs 
began to open up to developing standards in expanded 
areas of technologies with lighter-weight processes in order 
to compete with the consortia. In some cases, the formal 
SDOs modified their policies to better define the patents 
that were subject to their policies, clarify their rules on 
patent disclosure, and create very detailed disclosure forms 
with specific RAND and/or RAND-RF licensing commitment 
options. 

Today consortia are formed with a wide variety of 
governance and membership structures, standards 
development processes, and IPR policies. For a number 
of years, however, most software ICT standards were 
developed under RAND-RF policies in consortia even if they 
were later ratified by a formal SDO with a RAND policy. 
There was relatively little concern about the RAND policy 
since most, if not all, of the contributors to the standard 
made their contributions while participating in the consortia 
development process under a RAND-RF policy. 
This is not to say that there was not tension over 
preferences for either a RAND-RF or a RAND policy. Over 
the years there has been enormous debate involving which 
model promotes or hinders innovation, properly balances 
the interests of all stakeholders, and is more transparent 
and understood. Despite the tension and debate, until very 
recently there was actually little reason for concern because 
the companies that wanted to license on RAND terms were 
in the same technical space (e.g., telecommunications 
and mobile devices) and they could settle disputes with 
cross-licenses and other commercial deals, whereas the 
software ICT companies often collaborated within the 
same standards communities and did not want to pursue 
revenue-based patent licensing. 

New Models 
5G, IoT, cloud services, and digital transformation 
are just a few of the emerging technologies that are 
once again bringing about new areas of standards 
convergence requiring new standards entrants to 
collaborate with companies who have been involved in 
standards development for years. In addition, new areas 
of standardization are far more software-driven than they 
have been in the past. Software is being used not only as 
an aid to promote testing and implementation, but also as 
a tool to help speed up the development of a standard. As a 
result, SDO communities are launching their own software 
development communities,28 29 30 31 and some software 
development communities are launching specification 
development projects.32

These communities need to blend or merge their IPR 
policy frameworks to accommodate contributions between 
software and standards development communities. As 
discussed above, many are choosing to set up software 
communities based on well-known OSI-approved OSS 
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licenses instead of selecting an open software license that 
is more tailored to the rights contributors are willing to 
grant and users need to use the software as intended. In 
these blended communities, contributions to specifications 
often come with a commitment to license EPCs, as 
discussed above, on RAND or RAND-RF terms. The same 
contributions or implementations of them may also be 
contributions to the software being developed at the same 
time as the standard. Requiring a different patent licensing 
framework for the specification project and the associated 
software project is not practical. Since the applicable 
development community will own the software but not the 
patents needed to make the software available and use it, 
the software can be released with an appropriate copyright 
license under terms and conditions that are tailored to 
the software’s intended use and a link to any relevant 
patent information disclosed to the standard or software 
development project leadership. This is the same basic 
licensing model used for SDO specifications, a copyright 
license from the SDO for the specification, and RAND or 
RAND-RF patent license assurances from contributors. 
Here are some examples of different use cases in which 
SDOs develop software to support the development of 
the standard or its adoption in the marketplace. Sample 
licenses have been included in the Appendices to illustrate 
the licenses that could be adopted by SDOs for several of 
these use cases even though they may not meet all the 
restrictive criteria of the OSD. 

1. OSS Used to Help Define the Specification. 
Early software implementations of a draft specification may 
be evaluated solely to help refine requirements included in 
the specification. OSI-approved licenses would necessarily 
permit public distribution of early implementations before 
the specification has been finalized and adopted by the SDO 
which could result in incompatibility with later conformant 
implementations and confusion in the marketplace as 
to which implementations conform to the standard. OSS 
licenses that restrict commercial use and public disclosure 
rights should be used for community development projects 
aimed at helping to define or validate the requirements 
included in the specification. See Appendix A for a sample 
license. 

 

2. Test suites, test scripts, and other test materials to 
test conformance or interoperability. 
SDOs often develop a range of test materials, which may 
include software, to enable implementers to test their 
products before commercially deploying them or even to 
implement a more formal testing and certification program. 
Test software is a good candidate for community software 
development as a large number of different stakeholder 
contributions and review can help assure that the resulting 
test software is vendor neutral. OSI-approved licenses 
may not be appropriate as they would necessarily permit 
unlimited modifications to the software which could render 
test results inaccurate and would prohibit incorporating any 
type of field of use limitation such as “for the sole purpose 
of testing and evaluations.” An appropriate OSS license 
for this use case should prohibit modifications (or at least 
limit them to ones that will not impact the accuracy of 
the testing process) and restrict commercial deployment/
distribution rights (including to customers and other 
communities) for any test-related software the SDO has 
developed. See Appendix B for a sample license. 

3. Reference implementations and designs 
A reference implementation may be utilized in at least 
two different use cases: (i) for use in testing whether a 
product interoperates or performs as intended; or (ii) for 
use in developing and deploying a commercial product or 
service that is conformant with the standard. Reference 
implementations may include source and executable files 
as well as firmware. 

In the case of interoperability testing, the OSS license used 
should be the same for other software that is part of the 
SDO’s test materials such as the sample license included 
in Appendix B. Specifically this OSS license should prohibit 
modifications (or at least limit them to ones that will not 
impact the accuracy of the testing process) and restrict 
commercial deployment/distribution rights including to 
customers and other communities. 

For reference implementations that are intended for 
incorporation and deployment in commercial products, 
the OSS license should prohibit licensees from using the 
reference implementation in nonconforming products or 
making modifications that would render the reference 
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implementation nonconformant. In addition, it may be in the 
SDOs interest to limit distribution rights to the licensee’s 
own products and services in its chain of distribution to 
avoid other competing communities impeding the SDO’s 
ability to control versions and the addition of new features, 
such as the situations described in Section I. 

In both reference implementation use cases, OSI-approved 
licenses would be inappropriate because the OSD would 
require such licenses to permit unrestricted modifications 
and distribution, and would not permit the license to limit 
the field of use such as “solely for testing and evaluation” 
or “as part of a conforming product or service.” 

4. Tools 
SDOs may be interested in software community projects 
that develop tools such as software development kits 
(SDKs) to enable developers to develop and debug 
commercial products and services. For most tools, the 
licensed software will be used only internally by a licensee 
and not in any commercial code deployed by the licensee. 
Consequently, there would be little reason for an SDO 
to permit the software tools to be redistributed without 
restriction. In some cases, certain files may be designated 
as “redistributables” as is common for EULAs under 
which development tools are often licensed. Like those 
EULAs, the SDO software license would limit distribution 
of redistributable software files to only executable code 
and only in connection with conformant end-products. See 
Appendix B for a sample license. 

Conclusion 
As standards become more software driven, SDOs will 
increasingly look to software community development to 
assist in defining specifications and accelerating adoption 
of their standards through the development of software 
including testing materials, reference implementations and 
development tools. SDOs, however, should be mindful that 
its standards are most beneficial when they are vendor 
and business model neutral and encourage widespread 
conformance. Those benefits are best achieved by an 
open software license that is tailored to the software being 
developed and its intended use. Automatic selection of a 
canonical OSS license, i.e., ones that meet the OSD, may 
not result in these benefits but rather permit a major fork 
as described in the initial section of this paper, which can 
substantially benefit one interested party or stakeholder 
group over all others. 
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Appendix A: Sample Open Software License for Use in Refining Requirements in a Specification 
[Note special processes would need to be put in place if the SDO wants to add any of this code to the Specification as an 
informative requirement or contribute it to a software project developing software for use in developing conformant products.] 

Software Project Name____________________________________________________________________ (“this Project”) 

Name of Software:_________________________________________________________________________ (“Software”) 

© Copyright 20___, SDO and its Contributors. All rights Reserved 

Contributors participating in this Project have granted copyright interests in their Software 

Contributions to SDO pursuant to the terms of the SDO Software Contribution License Agreement. SDO now makes this Software 
available to Recipients under the terms of this Project Internal Development License. 

Recipients of this Software may copy, distribute, modify, publish, perform and display this Software solely as permitted by this 
Project Internal Development License (“License”) and in compliance with the terms and conditions set forth below.

1. Except as expressly permitted by this License, Recipient may not disclose the Software, in whole or in part, in source or in 
executable form, to any party who is not an Authorized Representative of a Contributor to this Project, as those terms are 
defined in the SDO Software Project Contribution License Agreement. 

2. Recipient may copy and modify the Software solely for use in developing or refining the SDO Specifications listed below 
(each a “Specification”) by, including but not limited to, developing reference implementations, integrating the Software 
with other components, or by testing the Software’s compatibility with other hardware and software implementations of 
the Specifications. 

3. Recipients may not distribute, publish, perform or display the Software except (i) internally within Recipient’s organization 
if Recipient is an employee or contractor of such organization (“Covered Organization”), and (ii) as may be necessary 
to support Recipient’s or its Covered Organization’s evaluation or preparation of feedback with regard to the Software 
or Specifications. The foregoing limited rights in subparts (i) and (ii) to distribute, publish, perform and display apply to 
the Software, in whole or in part, in modified or unmodified form, solely where such modifications are permitted by this 
License. 

4. Any distribution, publication, performance or display under this License is expressly conditioned on Recipient retaining all 
proprietary notices and licenses including the copyright notice above, the terms of this License and the disclaimer below 
distributed with or incorporated into the Software. For the avoidance of doubt, where required for attribution purposes, if 
Recipient compiles source code files of the Software containing such proprietary notices and licenses and distributes the 
Software only in executable form, Recipient must reproduce all of the proprietary notices and licenses that were contained 
in such source files and distribute those notices and licenses with the executables. 

5. While SDO would appreciate Recipients submitting any modifications it makes to the Software back to the Project at << 
project url>>, Recipient is not obligated to do so. 

6. Neither Recipient nor its Covered Organization may copy, modify, distribute, publish, display or perform the Software, 
even if the Software remains undisclosed to third parties as required by Section 1, in connection with the development 
or deployment of Recipient’s or its Covered Organization’s commercial products or services unless the Software is made 
available under a separate license from SDO authorizing commercial use of the Software. This license will automatically 
terminate without notice if Recipient or its Covered Organization fails to comply with this Section 6. 

 
THIS SOFTWARE IS PROVIDED “AS IS,” AND NEITHER SDO NOR ITS CONTRIBUTORS MAKE ANY REPRESENTATIONS OR 
WARRANTIES, EXPRESS OR IMPLIED, INCLUDING, BUT NOT LIMITED TO, WARRANTIES OF MERCHANTABILITY, FITNESS FOR A 
PARTICULAR PURPOSE, NON-INFRINGEMENT, OR TITLE THAT THE SOFTWARE IS SUITABLE FOR ANY PURPOSE; NOR THAT USE WILL 
NOT INFRINGE ANY THIRD PARTY PATENTS, COPYRIGHTS, TRADEMARKS OR OTHER RIGHTS. 

NEITHER SDO NOR ITS CONTRIBUTORS WILL BE LIABLE FOR ANY DIRECT, INDIRECT, SPECIAL OR CONSEQUENTIAL DAMAGES 
ARISING OUT OF ANY EXERCISE OF RIGHTS UNDER THIS LICENSE. 
 
<<List of Specifications>> 
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Appendix B: Sample SDO Test Open Software License 

Test Software Name:_________________________________________________________________________(“Software”) 

Applicable Specification: ___________________________________________________________________(“Specification”) 

© Copyright 20___, SDO and its Contributors. All rights Reserved 

Recipients of this Software may copy, distribute, modify, publish, perform and display this Software solely as permitted by this SDO 
Test Open Software License (“License”) and in compliance with the terms and conditions set forth below. 

1. Recipients may copy and modify the Software for use in testing products or services to determine if such products or 
services [conform to the Specification or interoperate as contemplated by the Specification] (“SDO-based Products”). The 
Software may not be copied or modified for any other purpose. 

2. Recipients may not distribute, publish, perform or display the Software except (i) internally within Recipient’s organization if 
Recipient is an employee or contractor of such organization (“Covered Organization”), and (ii) solely as may be necessary 
to enable Recipient’s or the Covered Organization’s testing of SDO-based Products. The foregoing limited rights in subparts 
(i) and (ii) to distribute, publish, perform and display apply to the Software, in whole or in part, in unmodified or modified 
form, solely where such modifications are permitted by this License. 

3. Any distribution, publication, performance or display under this License is expressly conditioned on Recipient providing 
along with the Software so distributed, published, displayed or performed: (i) the copyright notice set forth above; (ii) 
a copy of this License including the disclaimers below; (iii) a link to the Software where others may access it; and (iv) 
a description of any modifications Recipient made to the Software as distributed, published, performed or displayed. 
Recipient may choose any reasonable means for complying with subparts (i) through (iv) so long as those receiving, 
viewing or accessing the Software from Recipient would be reasonably apprised in written form of the information 
identified in subpart (i) through (iv) of this Section 3. 

4. While SDO would appreciate Recipients submitting any modifications to the Software back to the SDO community at << 
project url>>, Recipients are not obligated to do so. 

 
THIS SOFTWARE IS PROVIDED “AS IS,” AND SDO MAKES NO REPRESENTATIONS OR WARRANTIES, EXPRESS OR IMPLIED, 
INCLUDING, BUT NOT LIMITED TO, WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, NON-
INFRINGEMENT, OR TITLE THAT THE SOFTWARE IS SUITABLE FOR ANY PURPOSE; NOR THAT USE WILL NOT INFRINGE ANY THIRD 
PARTY PATENTS, COPYRIGHTS, TRADEMARKS OR OTHER RIGHTS. 

NEITHER SDO NOR ITS CONTRIBUTORS WILL BE LIABLE FOR ANY DIRECT, INDIRECT, SPECIAL OR CONSEQUENTIAL DAMAGES 
ARISING OUT OF ANY EXERCISE OF RIGHTS UNDER THIS LICENSE. 

This License does not grant permission to use the trade names, trademarks, service marks, or product names of the SDO, except 
as required for reasonable and customary use in describing the origin of the Software and as necessary to comply with the terms 
and conditions of this License. 
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Appendix C: Sample SDO Open Software Tools License 

Tools Software Name:__________________(“Software”) 

© Copyright 20___,SDO and its Contributors. All rights Reserved 

Recipients of this Software may copy, distribute, modify, publish, perform and display this Software solely as permitted by this SDO 
Open Software Tools License (“License”) and in compliance with the terms and conditions set forth below. 

1. Recipients may copy and modify the Software for use in developing and testing products or services but solely to the 
extent that such products and services are consistent with solutions promoted by or described in SDO’s published 
materials (“SDO-based Products”). The Software may not be copied or modified for any other purpose. 

2. Recipients may not distribute, publish, perform or display the Software except (i) internally within Recipient’s organization 
if Recipient is an employee or contractor of such organization (“Covered Organization”), and (ii) with respect to those files 
labeled as “Redistributable,” as may be necessary to support Recipient’s or the Covered Organization’s, if any, customers’ 
use of the Recipient’s or its Covered Organization’s SDO-based Products. The foregoing limited rights in subparts (i) and (ii) 
to distribute, publish, perform and display apply to the Software, in whole or in part, in unmodified or modified form, solely 
where such modifications are permitted by this License. 

3. Any distribution, publication, performance or display under this License is expressly conditioned on Recipient providing 
along with the Software so distributed, published, displayed or performed: (i) the copyright notice set forth above; (ii) 
a copy of this License including the disclaimers below; (iii) a link to the Software where others may access it; and (iv) 
a description of any modifications Recipient made to the Software as distributed, published, performed or displayed. 
Recipient may choose any reasonable means for complying with subparts (i) through (iv) so long as those receiving, 
viewing or accessing the Software from Recipient would be reasonably apprised in written form of the information 
identified in subpart (i) through (iv) of this Section 3. 

4. While SDO would appreciate Recipients submitting any modifications to the Software back to the SDO community at << 
project url>>, Recipients are not obligated to do so. 

5. Recipients may not form or engage in another community project that utilizes all or part of the Software without SDO’s 
written permission and may not authorize any other party to do so. This License will terminate automatically and without 
notice if Recipient fails to comply with foregoing restriction in this Section 5. 

 
THIS SOFTWARE IS PROVIDED “AS IS,” AND SDO MAKES NO REPRESENTATIONS OR WARRANTIES, EXPRESS OR IMPLIED, 
INCLUDING, BUT NOT LIMITED TO, WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, NON-
INFRINGEMENT, OR TITLE THAT THE SOFTWARE IS SUITABLE FOR ANY PURPOSE; NOR THAT USE WILL NOT INFRINGE ANY THIRD 
PARTY PATENTS, COPYRIGHTS, TRADEMARKS OR OTHER RIGHTS. 

NEITHER SDO NOR ITS CONTRIBUTORS WILL BE LIABLE FOR ANY DIRECT, INDIRECT, SPECIAL OR CONSEQUENTIAL DAMAGES 
ARISING OUT OF ANY EXERCISE OF RIGHTS UNDER THIS LICENSE. 

This License does not grant permission to use the trade names, trademarks, service marks, or product names of the SDO, except 
as required for reasonable and customary use in describing the origin of the Software and as necessary to comply with the terms 
and conditions of this License. 
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OPEN SOURCE AND OPEN STANDARDS
ByJohn Louis Lyon, Esq. – Thomas | Horstemeyer, LLP

INTRODUCTION 
Although open source and open standards are often 
confused, and often related, they are not the same. 

Open source is best viewed as a movement or a philosophy 
for approaching the licensing of intellectual property rights. 
Open source licensing originated in the software industry 
and this paper generally limits itself to the realm of open 
source software and open source software licenses. 
However, the principles of open source are not limited to 
the realm of software. There are open access scientific 
journals, and some artistic communities have adopted 
the principals of open source when licensing their work 
to others. For example, many creative works are licensed 
under the Creative Commons Licensing rubric, which shares 
many of the same principals of freedom of access as open 
source software licenses.

Open standards are best viewed as an approach for 
ensuring standardization and interoperability of products or 
services. Such standards are “open” in the sense that they 
are often developed publicly or transparently (e.g., through 
a public, standards setting body), and that implementation 
or adoption is voluntary and open to all. To the extent that 
a contributor to the development of an open standard has 
relied upon their intellectual property to finalize the open 
standard, licenses to the required intellectual property 
(e.g., patents or copyrights) may be provided on to all on 
a fair, reasonable, and non-discriminatory (FRAND / RAND) 
basis. Open standards are frequently used in the consumer 
electronics industry (e.g., HDMI interfaces, cellular 
networking hardware, etc.) and in the software industry 
(e.g., file formats, network architecture for the World Wide 
Web, etc.), but may be used in any industry.

Definition of “Open Source”  
The definition of an open source license shifts depending 
on whom one asks. While there is a general consensus that 
“open source” involves both freedom to access, freedom to 
redistribute, and freedom to use the source code of another, 
there is no consensus regarding what the minimum set of 
criteria is for a license to qualify as an open source license. 
For example, the Free Software Foundation states that 

software must satisfy four criteria in order to be considered 
open source (or “free” in the parlance of the Free Software 
Foundation). These four criteria are:

1. freedom to run the software for any purpose;
2. freedom to study how the program works and 

change it as desired – access to the source code is a 
precondition for this;

3. freedom to redistribute copies of the software; and
4. freedom to distribute copies of modified versions – 

access to the source code is also a precondition for this 
element.1

In contrast, the Open Source Initiative has a 10 point list 
of requirements for any software to be considered open 
source, including:

1. free redistribution of the software;
2. access to the human-readable, non-obfuscated source 

code for the software;
3. freedom to modify the software and distribute the 

modifications under the same terms as the original 
software;

4. patch files to be distributed with the original, 
unmodified source code;

5. non-discriminatory licensing of the software;
6. unrestricted use of the software;
7. the license must be distributed with the software;
8. the license may not be product specific;
9. the license may not restrict other software; and
10. the license must be technology neutral.2

Although the varying definitions have a number of common 
features, the differences mean that any particular license 
will be viewed as an open source license by some, but not 
by others.

Definition of “Open Standards” 
Like open source, the definition of an open standard varies 
widely. Some definitions emphasize different aspects of 
openness, including the degree to which the specification 
of the standard is accessible or available, the degree to 
which the drafting process was open to interested parties, 
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and the ownership rights in the standard or any underlying 
technology. For example, some definitions may preclude 
standards that require a licensing fee to use or implement 
the standard. Other definitions may preclude standards 
that are developed by a single entity or developed in 
secret, even if the resulting specification is available to 
anyone on a royalty-free basis. Likewise, the term “open 
standard” may have a legal definition or effect in some 
jurisdictions, such as the European Union, 3 France,4 and 
other jurisdictions.

However, open standards tend to share at least several of 
the following features. These include:

1. A public or transparent development process;
2. An opportunity for public contributions to the standard;
3. An intellectual property rights (IPR) contribution policy; 

and
4. Royalty-free licensing or FRAND-licensing terms.

Each of these factors is described in more detail below.

For example, the development process may be publicly 
documented or report. The standard defining organization 
(SDO) could make minutes or reports of meetings available 
to the public so that third-parties could evaluate or 
follow draft versions of a standard. This allows potential 
implementers of the standard to plan or prepare to use the 
final version of the developing standard.

Second, the SDO may provide an opportunity for public 
contributions to be made to the standard. For example, any 
member of the SDO may be permitted to participate in the 
creation of the standard. As another example, the SDO may 
have a public comment period where a draft standard is 
published and public feedback is solicited, considered, and 
incorporated into the standard.

Third, the SDO may have an IPR contribution policy to 
encourage the contribution of members’ intellectual 
property to the development of the standard. For example, 
an SDO may require any members participating in the 
creation of the standard to identify any patents that with 
claims that might read on the standard. In exchange, some 
SDOs might allow the contributors to charge a royalty rate. 
However, another SDO might have the policy that members 

agree to forfeit their rights to assert any intellectual 
property against an implementer that the members fail to 
identify to the SDO. In both cases, the policies encourage 
contributors to share their intellectual property to improve 
the standard, while providing notice to implementers of 
any patented technology that is required to implement the 
standard. 

Fourth, the SDO may have a licensing policy or program 
to facilitate adoption of the standard. In some instances, 
the open standard may be adopted on a royalty-free 
basis. In other instances, the standard may be subject 
to a royalty to compensate the owner of any contributed 
intellectual property, but the royalty rate will be reasonable 
and provided on a non-discriminatory basis. For example, 
implementers could be charged the same royalty rate. As 
another example, any implementer willing to pay the set 
royalty rate could be granted a license.

THE ROLE OF OPEN SOURCE IN OPEN STANDARDS 
Open source licenses are often used in combination with 
open standards. For example, a reference implementation 
of a software protocol or electronic schematics may be 
provided to implementers under an open source license 
in order to facilitate adoption of the standard. The use of 
an open source licensed reference implementation can 
provide implementers of the standard with a working 
implementation that can be incorporated in their products.
 
Common Open-Source License Types 
Discussing the features of each and every open source 
license is beyond the scope of this paper. However, 
the over-whelming majority of open source software is 
distributed pursuant to one of a hand-full of licenses. 
For example, as of October 1, 2017, 74% of open source 
software was licensed according some version of the 
GNU General Public License (GPL), the Berkley Software 
Distribution License, the Apache License, the MIT License.5 
Accordingly, this paper will focus on those, although some 
features tend to be common across most open source 
licenses, including the less commonly used ones. For 
purposes of brevity, this paper also ignores older versions 
of the commonly used open source licenses except where 
necessary to give a historical perspective.
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COMMON FEATURES OF LICENSES 
Although the details may differ, open source licenses tend 
to have a number of common features no matter whose 
definition is used. Not all of these features are necessary 
for a license to qualify as open source. 

Access to Source Code 
The sine qua non of any open source license is that access 
to the source code of the software governed by the license 
be provided to the grantee by the grantor without restriction 
or limitation. Rights to modify and redistribute the source 
code are another matter. Anything less than unfettered 
access would, by almost any definition of open source, be 
less than “open.”

Permission to Redistribute Source Code
Almost every open source software license permits the 
grantee of the license to redistribute any source code 
they are provided. Some licenses, such as the GNU 
General Public Licenses, make redistribution of source 
code mandatory should the grantee of the license choose 
to redistribute the program in any form.6 Other licenses, 
such as the Berkley Software Distribution Licenses, take a 
permissive approach, allowing the grantee to redistribute 
the source code if they so choose.7 Whether a grantor of 
a license chooses a mandatory or permissive approach 
to redistribution of source code is largely philosophical. 
The Free Software Foundation advocates a mandatory 
approach in order to prevent open source software from 
being converted into closed source software over time.8 
In contrast, taking a permissive approach respects the 
freedom of the grantee to use the software and the source 
code as they see fit. 

However, there are some licenses that provide access 
to source code but do not allow for publication or 
redistribution of the source code. For example, the Microsoft 
Shared Source CLI, C#, and Jscript License states that one 
“may not use or distribute this Software or any derivative 
works in any form for commercial purposes” and that 
one “may not distribute modifications of the Software 
under terms that would permit commercial use.”9 Such 
licenses are open source in the sense that access to the 
source code is allowed or permitted but are generally not 
considered to be open source licenses by the open source 
community due to their limitations on redistribution.

Permission to Modify the Source Code 
Another provision common among open source software 
licenses is the right to modify the source code. Different 
licenses may put different restrictions on this right. 
For example, modifications may only be permitted for 
educational or non-commercial uses.10 Other licenses may 
have no restrictions at all. In general, however, an open 
source license will permit some degree of modification of 
the source code.

Disclaimer of Express and Implied Warranties 
Many open source licenses disclaim any and all warranties, 
express or implied, even though such a disclaimer is 
generally not necessary for a license to qualify as an open 
source software license. These provisions exist for good 
reason. With the liberal rights generally conferred by a 
license permitting the software and source code to be used 
by anyone, for any purpose, and to be modified in any way 
desired, the grantor of the license has virtually no control 
over how, where, and by whom their software will be 
used. Failure to expressly disclaim any and all warranties 
could leave the original author of the software exposed to 
limitless and unpredictable liability.11

COMMON OPEN SOURCE SOFTWARE LICENSES

As stated previously, it is estimated that 87% of open 
source software is licensed according to a version of one 
of five license families. Although the GNU General Public 
License and Lesser General Public license, in their various 
versions, are technically one license family, the individual 
versions of these licenses are used so frequently that each 
version is analyzed and discussed independently herein. 
Less commonly used licenses, such as the various versions 
of the Berkley Software Distribution License, are discussed 
together.

GNU General Public License ver. 2 (GPL-2)

1. History and Background
GPL-2 was released in June of 1991.12 The purpose 
of the GPL-2 was to correct or remedy some of the 
problems that Richard Stallman perceived in the 
original version of GNU General Public License – 
specifically the potential for software patents to prevent 
open source software being shared or distributed.13 The 
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license was quickly adopted by a number of prominent 
open source software projects, including the Linux 
kernel14, the GNU Compiler Collection15, and the MySQL 
Database Server16. However, a number of these projects 
have since changed their licensing terms to version 3 
of the GNU General Public License. 

2. Important Terms
GPL-2 has several notable provisions. First, GPL-2 
limits the ability of licensees to license modifications 
to the original software. Specifically, derivative works, 
such as modified versions of the original software, 
must also be licensed and distributed according to the 
terms of the GPL-2.17 This includes projects that may 
use components, such as libraries, that are governed 
by other licenses, such as a version of the Berkley 
Software Distribution License or the Apache Software 
License. Further, the GPL-2 has provisions requiring 
that a licensee cease distributing the original software 
or any modified versions in the event that a court 
judgment, such as for patent infringement, were to 
prevent a licensee from being able to comply with both 
the provisions of the license and the provisions of the 
judgment.18 This second provision has been described 
as the “liberty or death” provision.19 Its necessity is 
doubtful as an enforceable license cannot compel one 
to violate a court order.

GNU Lesser General Public License ver. 2.1 (LGPL-2.1)
Version 2.0 of the GNU Library General Public License 
was released in June, 1991 and was slightly updated in 
February 1999 and renamed to the GNU Lesser General 
Public License, version 2.1.20 The LGPL-2 is intended to 
provide an open source software license that is compatible 
with proprietary and closed source software, such that open 
source and closed source software components may be 
linked together as part of a larger software project.21 The 
principal difference between the LGPL-2.1 and the GPL-2 is 
that the LGPL-2.1 only requires modifications to the LGPL-
2.1 licensed components to be made publicly available 
while the GPL-2 requires that any source code of a program 
that links to or incorporates code licensed under the GPL-
2, such as software libraries licensed under the GPL-2, be 
released in addition to any modifications made to the GPL-2 
licensed components.22 For example, a program which uses 
a library licensed according to the terms and provisions of 

the LGPL-2.1 must make the software library available as 
well as any changes made to the software library. However, 
the source code to the remaining portions of the program 
itself need not be open sourced.

GNU General Public License ver. 3 (GPL-3)
1. History and Background

The GPL-3 was published by the Free Software 
Foundation on June 29, 2007.23 The license is intended 
to be an evolution from the GPL-2 and was focused 
on addressing three issues: “tivoization,” the Digital 
Millennium Copyright Act (DMCA) and the European 
Union Copyright Directive (EUCD), and discriminatory 
patent licensing.24 

“Tivoization” is a term coined by the Free Software 
Foundation referring to the practice whereby a vendor sells 
a device that runs software licensed under the GPL-2, 
releases the source code for the software but configures 
the hardware such that it will only run the GPL-2 licensed 
binaries provided by the vendor.25 The effect is that a vendor 
can comply with the terms of the GPL-2 but circumvent 
the rights and freedoms provided for in the GPL-2 through 
the use of hardware-based controls. The right to modify 
software provided for in the GPL-2 is significantly limited 
if the hardware will not execute modified versions of the 
software.

The DMCA and the EUCD are legal frameworks governing 
the protection of copyrighted materials on digital devices. 
Both the DMCA and EUCD provide civil and criminal 
penalties for those who circumvent Digital Rights 
Management (DRM) technologies.26 This includes penalties 
for deciphering encryption schemes engineered to protect 
against the unauthorized use or reproduction of copyrighted 
digital works.27

 
2. Important Terms

The GPL-3 contains a number of revisions to address 
the issues of tivoization, problems presented by the 
DMCA and the EUCD, as well as discriminatory patent 
licensing. Many of these revisions include serious 
drawbacks. As a result, the introduction of the GPL-3 
was rather controversial within the open source 
community.28
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To address tivoization, the GPL-3 requires that vendors 
or distributors also provide any cryptographic keys 
necessary to modify software licensed under the GPL-3 
and permit its execution in its modified form, as well 
any instructions necessary to enable execution of the 
modified binaries.29 This does not prohibit vendors from 
using code-signing techniques to prevent modified 
binaries from executing. Instead, it requires that such a 
vendor must provide for such a system to be disabled 
at the option of the user.

However, the provisions to address tivoization 
have serious computer security implications. Many 
vendors limit their systems to executing trusted 
binaries – executable application files that have been 
cryptographically signed to verify their authorship 
or distribution by the vendor.30 Preventing untrusted 
binaries from executing on their systems blocks 
malware and malware-infected application files from 
executing.31 Allowing this feature to be disabled by 
the user also allows the feature to be disabled by an 
attacker.

To address the DRM issues presented by the DMCA 
and EUCD, the GPL-3 disclaims any entitlement that 
licensed software may have to protection under the 
DMCA or the EUCD.32 In other words, software licensed 
under the GPL-3 may implement DRM technologies, 
but the author or distributor of software licensed under 
the GPL-3 is barred from pursuing legal action against 
anyone who circumvents the implemented DRM 
technologies.

To address the issue of discriminatory patent licensing, 
the GPL-3 requires that any contributor to software 
licensed pursuant to the GPL-3 also convey any patent 
licenses necessary for all licensees of the software to 
be able to exercise all of their rights permitted under 
the terms of the GPL-3.33 In other words, a contributor 
cannot provide patent licenses to some licensees of the 
software but not others.34 Further, these patent licenses 
permit the licensee under the GPL-3 to grant the same 
patent license rights to any third parties to whom the 
software may be redistributed.35 

More controversially, the GPL-3 has provisions stating 
that a licensee is prohibited from filing a lawsuit, or 
bringing counterclaims and cross-claims, alleging that 
any patent claim is infringed by making, using, selling, 
offering for sale, or importing the software or any 
portion.36 This could be construed to include patents 
not originally licensed for the purposes of contributing 
to the software. For example, a Plaintiff contributes 
to an open source software library licensed under the 
provisions of the GPL-3. The software is then used 
as an element of another product of a Defendant that 
infringes a second patent of the Plaintiff. According 
to the terms of the GPL-3, the Plaintiff would be 
prohibited from suing the Defendant for infringement of 
the second patent.

GNU Lesser General Public License, ver. 3 (LGPL-3)
The LPGL-3 was released concurrently with the GPL-3 as 
a less restrictive license intended for use with software 
libraries.37 The LGPL-3 is drafted as an addendum to the 
GPL-3, incorporating the GPL-3 in its entirety and then 
listing additional permissions granted to a licensee.38 The 
LGPL-3 exempts licensees from the requirements of section 
3 of the GPL-3, so long as any works licensed under the 
LGPL-3 remain open sourced and any modifications to 
the LGPL-3 components are made publicly available. For 
example, a program that uses a library licensed according 
to the terms and provisions of the LGPL-3 must make the 
software library available as well any changes made to the 
software library. However, the source code to the remaining 
portions of the program itself need not be open sourced.

BERKLEY SOFTWARE DISTRIBUTION (BSD) LICENSE
1. History and Background

The BSD licenses are a family of simple and permissive 
licenses originally written in the 1980s by the 
University of California at Berkley (UCB) to govern the 
use of the Berkley Software Distribution, a version of 
Unix forked from Bell Labs. Generally, BSD Licenses 
only require projects using BSD-licensed code to 
include the original copyright notice, a disclaimer of 
liability, and a restriction against claiming authorship 
of the BSD-licensed components in any redistribution. 
However, some older versions included an advertising 
clause requiring all advertising materials for products 
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making use of software governed by a BSD license 
to include the phrase “This product includes software 
developed by the University of California, Berkley and 
its contributors.”39 Modern versions of the BSD License 
do not include this restriction.

2. BSD 3-Clause License
The BSD 3-Clause License is the result of the UCB 
rescinding the advertising clause from the original BSD 
License on July 22, 1999.40 Redistribution and use in 
source and binary forms, with or without modification, 
are permitted provided that three conditions are met. 
First, redistributions of source code must retain the 
copyright notice included in the license, the three 
conditions listed in the license, and the disclaimer of 
liability included in the license.41 Second, redistributions 
in binary form must reproduce in documentation or 
other materials accompanying the binary redistribution 
the copyright notice included in the license, the three 
conditions listed in the license, and the disclaimer of 
liability included in the license.42 Third, neither the 
name of the copyright holder of the licensed software 
nor the names of any contributors to the licensed 
software may be used to endorse or promote products 
based upon or including the software unless prior 
written permission was obtained.43

3. BSD 2-Clause License
The BSD 2-clause license, sometimes known as the 
“Simplified BSD License,” is a modification of the BSD 
3-clause license, where the final “no-endorsement” 
clause is omitted.44 It is otherwise the same as the BSD 
3-Clause License.45

APACHE LICENSE, VER. 2.0
1. History and Background

The Apache License, ver. 2.0, is an open source 
software license released by the Apache Software 
Foundation in January, 2004.46 The stated goal of 
version 2.0 of the Apache License was to “allow the 
license to be reusable without modification by any 
project (including non-ASF projects), to allow the 
license to be included by reference instead of listed 
in every file, to clarify the license on submission 
of contributions, to require a patent license on 

contributions that necessarily infringe the contributor’s 
own patents, and to move comments regarding Apache 
and other inherited attribution notices to a    
    location outside the license terms.”47 

2. Important Terms
In addition to the commonly found terms, version 2.0 
of the Apache License contains important terms with 
respect to patent licensing. First, version 2.0 of the 
Apache License requires that each contributor to a 
work subject to version 2.0 of the Apache License grant 
a “perpetual, worldwide, non-exclusive, no-charge, 
royalty-free, irrevocable… patent license” to the 
licensee.48 Version 2.0 of the Apache License also has 
an automatic revocation provision of all patent licenses 
granted to the licensee should the licensee allege in 
any forum, either as a claim, counter-claim, or cross 
claim, that the licensed software constitutes patent 
infringement.49 The operative effect of these provisions 
is to preclude enforcement of software patents where 
the product makes use of and relies upon code 
licensed by version 2.0 of the Apache License.

MIT License
1. History and Background

The MIT License originated at the Massachusetts 
Institute of Technology (MIT) in the 1980’s. Although 
the Free Software Foundation distinguishes between 
the Expat License and the X11 License as being 
ambiguously referred to as the MIT License, the 
distinction is one of semantics.50 The only difference 
between the Expat License and the X11 License, to use  
is a single sentence disclaimer in the X11 License the 
terminology of the Free Software Foundation, is a single 
sentence disclaimer in the X11 License prohibiting the 
use of the name of the X Consortium, the developers 
of the X11 Window System, for use in advertising or 
promotion of the sale of software.51

2. Important Terms
The MIT License is perhaps the shortest and most 
permissive of the open source licenses available. With 
the exception of the copyright notice and a disclaimer 
of warranty, the MIT license otherwise states:
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Permission is hereby granted, free 
of charge, to any person obtaining a 
copy of this software and associated 
documentation files (the “Software”), to 
deal in the Software without restriction, 
including without limitation the rights 
to use, copy, modify, merge, publish, 
distribute, sublicense, and/or sell copies 
of the Software, and to permit persons to 
whom the Software is furnished to do so, 
subject to the following conditions:”

The above copyright notice and this permission 
notice shall be included in all copies or substantial 
portions of the Software.52

Such simple and concise language is self-explanatory.

Issues to Consider When Selecting or Evaluating a 
License

CONFLICTING LICENSES 

Conflicting License Terms
Although hinted at above, it is important to note that not 
all open source licenses are compatible with each other 
because many licenses have additional terms other than the 
condition that the licensed source code be made publicly 
available. In other words, where a software developer 
intends to use two different open source components 
governed by two different licenses, it may be impossible 
for the software developer to simultaneously satisfy the 
conditions of each license. For example, the advertising 
clause of the original BSD License, discussed above, is 
incompatible with both version 2 and version 3 of the GNU 
General Public License.53 Accordingly, any large software 
project that intends to make use of multiple open source 
components should make sure that all applicable software 
licenses are compatible. 

“Copyleft” and “Viral” LicensesAlso important to note 
that certain open source software licenses, such as those 
written and promoted by the Free Software Foundation 
or the GNU Project, have clauses that act to promote the 
spread of the software license. For example, version 3 of 
the GNU General Public License states:

You may convey a work based on the Program, 
or the modifications to produce it from the 
Program, in the form of source code under 
the terms of section 4, provided that you also 
meet all of these conditions:

a) The work must carry prominent notices stating 
that you modified it, and giving a relevant date. 

b) The work must carry prominent notices 
stating that it is released under this License 
and any conditions added under section 7. 
This requirement modifies the requirement in 
section 4 to “keep intact all notices.” 

c) You must license the entire work, as a whole, 
under this License to anyone who comes 
into possession of a copy. This License will 
therefore apply, along with any applicable 
section 7 additional terms, to the whole of 
the work, and all its parts, regardless of how 
they are packaged. This License gives no 
permission to license the work in any other 
way, but it does not invalidate such permission 
if you have separately received it. 

d) If the work has interactive user interfaces, 
each must display Appropriate Legal Notices; 
however, if the Program has interactive 
interfaces that do not display Appropriate 
Legal Notices, your work need not make them 
do so.54

Similar provisions may be found in version 2 of the 
GNU General Public License.55 Similar but less stringent 
provisions may be found in version 2.1 and version 3 of the 
GNU Lesser General Public License56 and version 2.0 of the 
Mozilla Public License.57 Licenses that include these types 
of clauses are termed “copyleft” licenses as pun intended 
to distinguish such licenses compared to the restrictions 
generally granted under copyright law.58

Software that includes components licensed under the 
terms of a copyleft license must also be licensed, if 
redistributed, according to the terms of the governing 
copyleft license. This applies even if the software uses other 
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components that are not licensed under a copyleft license, 
such as components licensed according to a BSD License 
or proprietary components for which source code was never 
intended to be distributed. This means that copyleft licenses 
exhibit “viral” behaviors where the copyleft license can be 
transmitted from one software project to another through 
the use of copyleft licensed components.59

a) Interplay of Open Source Software Licenses 
with Software Patents

Liberty or Death 
Free software licenses often have a self-destruct 
mechanism intended to prevent the distribution of software 
in the event that such software is found to infringe software 
patents. For example, version 2 of the GNU General Public 
License states:

If, as a consequence of a court judgment or 
allegation of patent infringement or for any 
other reason (not limited to patent issues), 
conditions are imposed on you (whether by 
court order, agreement or otherwise) that 
contradict the conditions of this License, 
they do not excuse you from the conditions 
of this License. If you cannot distribute so 
as to satisfy simultaneously your obligations 
under this License and any other pertinent 
obligations, then as a consequence you 
may not distribute the Program at all. For 
example, if a patent license would not permit 
royalty-free redistribution of the Program 
by all those who receive copies directly or 
indirectly through you, then the only way you 
could satisfy both it and this License would 
be to refrain entirely from distribution of the 
Program.60

Richard Stallman refers to this clause as the “liberty or 
death” clause.61 The intent of these clauses is to force 
software redistributors to keep software free (“liberty”) or 
cease all redistribution of the software (“death”). Thus only 
free software is redistributed. 
Open Source Licenses as a Patent License 
The use of open source software within a program, such as 
linking the program to open source software libraries, may 

grant third-party users of the program a non-exclusive and 
royalty-free patent license for any patents that govern the 
program. For example, version 3 of the GNU General Public 
License states that:

A “contributor” is a copyright holder who 
authorizes use under this License of the Program 
or a work on which the Program is based. The 
work thus licensed is called the contributor’s 
“contributor version”…Each contributor grants you 
a non-exclusive, worldwide, royalty-free patent 
license under the contributor’s essential patent 
claims, to make, use, sell, offer for sale, import and 
otherwise run, modify and propagate the contents 
of its contributor version.62

Thus, the licensee is granted a patent license in addition 
to other rights. Other open source licenses have similar 
provisions.63 However, copyleft open source licenses, such 
as version 3 of the GNU General Public License, require that 
programs that use or otherwise incorporate components 
that are licensed according to the GNU General Public 
License must themselves be licensed to others under the 
terms of the GNU General Public License. The trap for the 
unwary is an unintentional grant of patent licenses for any 
patents that cover a program that uses components that are 
licensed according to the terms of the GNU General Public 
License, such as software libraries or other components 
that may be used by the program but are ancillary to the 
subject matter claimed by the applicable patents.
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Open Data Licensing and the Community Data License Agreement (CDLA)
by Christopher W. O’Neill, Associate General Counsel—Intellectual Property, IBM Technology and Intellectual Property1

Introduction
Each day, an increasing amount of data is being collected 
by entities (e.g., governments, companies, and individuals) 
wherein the collected data is analyzed to produce results. 
Often, only the results of the analysis are shared and the 
raw data itself is kept internally. Many times, this raw 
data is unshared for no other reason than uncertainty 
and inconvenience for the entity to share the data, rather 
than for any underlying commercial or proprietary factor. 
Additionally, even when data is shared, there may be 
hesitation to use the data without a full understanding of 
the potential legal consequences of its use. These concerns 
of potential data sharers and users ultimately may lead 
to large pools of unutilized data, simply because of the 
barriers involved with the process of sharing, rather than 
concerns with the data itself. With the robust data analytics 
tools available today, these data pools, if freely shared by 
data communities, could lead to significant benefits for 
society. Similar obstacles for sharing information were 
addressed and overcome decades ago in the field of 
software development, with the advent of open source 
software (OSS). In an effort to apply the principles and 
lessons learned from OSS to the world of data, the 
Community Data License Agreement (CDLA) was drafted as 
a tool for reducing the barriers in data sharing. 

Open Source Software and Open Data 
Generally, OSS is computer software that, under one 
definition, “can be freely accessed, used, changed, and 
shared (in modified or unmodified form) by anyone.”2 
Similarly, open data has been defined as data that, “can 
be freely used, modified, and shared by anyone for any 
purpose.”4 While the concept of reducing barriers to make 
information easily sharable for both providers and receivers 
of information is relatively new for data, this concept was 
established long ago for software. Indeed, three of the most 
popular OSS licenses, the Berkeley Software Distribution 
License (“BSD”), the MIT license, and the GNU General 
Public License (“GPL”) were first published in the late 
1980’s.4 5 6 

For data to be “open” in a similar way as software, a 
key difference between software and data must first be 
understood and addressed. That is, software is typically 
licensed to be modified and executed as a tool, whereas 
data is typically licensed to be analyzed. Indeed, data itself 
is not used as a tool. Therefore, various grants in software 
licenses, such as grants directed to executing and making 
derivative works, can lead to uncertainty when applied 
to data. For instance, when analytical results of data are 
published, it is unclear whether an OSS license would even 
cover those results. In fact, it could be argued that the 
results would be categorized as a derivative work of the 
data, which would compromise the rights of the results 
produced by the data user, even if those results contain 
none of the data themselves. As an example, in artificial 
intelligence (AI) training systems, shared data can be 
used to train the system, but it is not clear under an OSS 
license, such as the GPL, if the AI system would become a 
derivative work of the data after the data is used to train 
the system. This lack of clarity can discourage a potential 
user from utilizing shared data licensed under such an 
agreement simply to reduce the risk of compromising 
rights to the AI system, even if the shared data would be 
beneficial for training the system. 

An additional difference between software and data is that 
software does not include the same potential for privacy 
and confidentiality issues inherent in many data sets. Thus, 
a potential sharer of data may be hesitant, for example, to 
add to a data set and then re-share the expanded data set 
when they cannot independently vet the initially received 
data for privacy and confidentiality concerns. Typically, the 
potential sharer will only be able to inspect and assess the 
data they added themselves. 

Community Data License Agreement 
On October 23, 2017, the CDLA was announced by The 
Linux Foundation. The CDLA is a license family specifically 
directed to data that is inspired by OSS license principles 
but designed to address the unique aspects of licensing 
data. Developed by The Linux Foundation, the CDLA is a 
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set of model agreements that are free to use. The CDLA 
has two versions and the official text of each version is 
freely available at https://cdla.io/, along with a set of FAQs. 
The first version is a Sharing Version, wherein all data 
re-published must be licensed under the terms of the 
CDLA Sharing License. The second version is a Permissive 
Version, wherein all data may be republished under any 
terms (including commercial terms), but attributions must 
be preserved.

While a license for open data needs to cover many 
different scenarios that might have led to a complex and 
cumbersome license, the intent of the CDLA was to remain 
as short, concise, and clear as possible. To accomplish this, 
while still addressing the potential issues inherent to data 
sharing, the CDLA was drafted as a very definition-centric 
license, wherein each defined term has a precise definition 
that guides the license and enables a simplified grant 
section. One particularly important defined term in the CDLA 
is “Computational Use,” which is defined as: 

“Your analysis (through the use of computational devices 
or otherwise) or other interpretation of Data. By way of 
example and not limitation, “Computational Use” includes 
the application of any computational analytical technique, 
the purpose of which is the analysis of any Data in digital 
form to generate information about Data such as patterns, 
trends, correlations, inferences, insights and attributes.” 

As defined, “Computational Use” attempts to capture the 
concepts of transformative use under U.S. copyright law 
while being tailored to AI and computer-assisted data 
analysis. The CDLA then makes it clear that there is always 
the right of Computational Use to create analytical works 
that are defined as “Results.” Results are defined as:

“[T]he outcomes or outputs that You obtain from Your 
Computational Use of Data. Results shall not include 
more than a de minimis portion of the Data on which 
the Computational Use is based.”

Under the CDLA, “Results,” do not carry a sharing obligation 
under the agreement (e.g., the Results can be licensed 
under private terms or under commercial terms), even 

under the Sharing Version. Thus, the Results are treated in 
the CDLA as completely separate from the data. Therefore, 
returning to the AI system example, a user of the data could 
use a data set under the CDLA and be assured that the AI 
system itself would be characterized as a Result, which 
would therefore not be a derivative work. Furthermore, 
under the CDLA additions and modifications to a received 
data set are not required to be shared as long as the new 
data set is only used internally and not published. Thus, 
received data used to train an AI system could be modified 
and expanded (i.e., added to) thus creating a new data set. 
Even when the new data set is used to train a resulting 
AI system (i.e., the Results), there is no sharing obligation 
on this new data set, even if the produced Results are 
published, as long as the new data set itself is not 
published. 

Turning to privacy and confidentiality concerns, the 
CDLA makes it clear that each data provider only makes 
representations about their own contributions (i.e., the data 
they add) and not the data they originally received. Thus, 
the data provider is only required to make representations 
about data for which they are in the best position to 
investigate and vet, since they contributed it themselves. As 
such, there is relief for a data provider from obligations they 
cannot reasonably look into, even with substantial effort. 
The relief of this burden enables a responsible data provider 
to perform an adequate analysis of their own contributions 
to data and then share the combined data without fear 
of contractually assuming the burden of responsibility for 
potential violations hiding in the data set they received. 

Conclusion 
By ensuring that burdens on contributors of data are 
as light and fair as possible, the CDLA was drafted to 
encourage the sharing of data sets. Further, by enabling 
increased certainty and a common understanding of the 
rights of a user to the shared data, the CDLA additionally 
encourages the use of the shared data. Thus, overall the 
CDLA helps the free sharing, modification, and use of 
data in data communities that can lead to potential new 
beneficial results. 
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Standards and Open Source in the Age of AI
by Benjamin J. Siders1

Introduction
The king stared at the figure in astonishment. It walked 
with rapid strides, moving its head up and down, so 
that anyone would have taken it for a live human being. 
The artificer touched its chin, and it began singing, 
perfectly in tune. He touched its hand, and it began 
posturing, keeping perfect time… As the performance 
was drawing to an end, the robot winked its eye and 
made advances to the ladies in attendance, whereupon 
the king became incensed and would have had Yen Shih 
executed on the spot had not the latter, in mortal fear, 
instantly taken the robot to pieces to let him see what it 
really was.

–“The Liezi,” Lie Yukou

Human civilizations have long been captivated by the 
concept of artificial intelligence, and apocryphal accounts 
of automated machines and devices can be found across 
cultural, geographic, and historical lines going back 
thousands of years. In Greek mythology, Hephaestus 
created automata in his workshop—machines capable 
of independent movement and action. The introductory 
quote above is from an ancient Chinese text describing 
an encounter between a king of the Zhou dynasty and a 
lifelike robot constructed by an engineer. Both Chinese and 
Arabic literature from the medieval era describes various 
automated machines such as mechanical animals. A 
medieval Muslim engineer, Ismail al-Jazari, is said to have 
created a programmable humanoid robot during the Islamic 
Golden Age. 

The fascination with creating artificial life has continued 
in the modern era. Robots and thinking machines are 
staples of modern literature and science fiction. Beyond 
fiction, formal fields of scientific inquiry emerged in order 
to explore the use of machines to perform or augment 
formal reasoning—this science is perhaps best represented 
by Alan Turing’s theory of computation and the now well-
known Turing Test. The invention of the digital computer 
rapidly brought machine learning and reasoning into focus, 
enabling a new field of expanded research into artificial 
intelligence beginning in the 1950s and continuing to the 

present day. In 1996, IBM’s Deep Blue chess AI won a game 
against then-reigning world champion Garry Kasparov 
(Kasparov won the overall match 4-2), and in 2011, IBM’s 
Watson defeated two of the greatest Jeopardy! champions 
in history.

Artificial intelligence (AI) is now a part of our everyday 
lives, often without our knowledge. This prevalence has 
led to increased scrutiny into the ethics of AI, a broad field 
covering a number of interrelated concerns. These include 
the morality of those that design and create artificially 
intelligent programs, systems, or devices (collectively AIs), 
the morality of how we interact with and use AIs, and the 
morality of the choices made by AIs. These ethical concerns 
echo in the law, raising questions of agency, liability, and 
even whether an AI can or should have civil rights. 
This paper provides an overview of the basics of artificial 
intelligence, establishes familiarity with the nomenclature of 
the industry, and explores potential impacts of the use of AI 
in standard-setting organizations and open source software. 

An Overview of Artificial Intelligence 
The moral and legal questions surrounding AIs are 
inextricably intertwined with the technology that makes 
modern AIs possible. Exploring this topic requires a basic 
conceptual understanding of the term “AI” and of how 
an AI is developed. Not only is this knowledge helpful to 
understanding the topic, but the Model Rules of Professional 
Conduct now include a technical proficiency component 
requiring lawyers to “keep abreast of changes in the law 
and its practice, including the benefits and risks associated 
with relevant technology[.]”2 A basic conceptual framework 
for how AI systems work may also assist with assessing 
the use of AI-based products in one’s own legal practice. 
Accordingly, this discussion begins with an overview of what 
we mean by an “AI” and how it is created.
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Defining Artificial Intelligence 
History and literature are replete with examples of attempts 
to create machines that move and act independently of 
human input. However, in modern theory and design, 
artificial intelligence is fundamentally about the ability to 
reason and make logical choices and, in most instances, 
to adapt and learn from prior decisions. At a high level of 
abstraction, this is the same basic learning and decision-
making process humans use every day: we (1) gather 
relevant environmental or contextual data about the subject 
matter of a choice at hand, (2) understand our goal or 
purpose and assess which choice is most likely to achieve 
that goal based on both internal constraints (e.g., values and 
biases) and external constraints (e.g., resource limitations 
or legal requirements), and (3) have a feedback mechanism 
for assessing the quality of choices after the fact, and taking 
those results into account when making future decisions 
about similar subject matter. AI “reasoning” is performed in 
much the same way. 

Simple AI Cognition—Tic Tac Toe 
To exemplify how AIs perform in the same manner as a 
human making a decision, suppose one desired to write a 
computer program to play a simple game, such as Tic Tac 
Toe. Tic Tac Toe is a useful example because the rules and 
victory condition are intuitive and simple, both players have 
access to perfect information about the game state, and the 
number of possible game states is very small.

There are a number of ways to design a Tic Tac Toe AI, 
and developing an “unbeatable” game play algorithm is a 
common task in undergraduate computer science curricula. 
Winning a game of Tic Tac Toe is simple: align three X’s or 
O’s along a horizontal, vertical, or diagonal axis on a 3x3 
grid of squares. Simple game AIs often use a “min/max” 
algorithm to assign relative values to the various options 
available. 

The first step for our Tic Tac Toe AI is to assess the game 
state and determine whether there is an open square where 
the AI can place its X or O and win the game immediately. 
If so, that move receives the highest possible value. The 
next step may be the inverse: to look at the board from the 
opponent’s point of view and determine whether there is an 

open square where the opponent can place its X or O and 
win the game. If so, blocking that move receives the highest 
possible value because any other move results in a loss.
These two initial analytical steps are intuitive and simple, 
and probably reflect the strategy a typical human player 
uses when playing games. However, these are “end game” 
choices that assume an existing board state. Programming 
the AI to make the intervening moves is the devil in the 
details. The strength of the AI’s decision-making is reflective 
of how well the programmer understands the game itself. 
If neither of the above conditions is met (a move to win 
the game, or block the opponent from winning the game), 
there are a number of ways to decide how to make the next 
move. At the simplest level, the AI could simply choose a 
square at random. As one might expect, this is unlikely to 
result in a high victory rate.

Another option is to “hard-code” certain rules. For example, 
controlling the middle square is optimal because it 
maximizes the number of ways to win, so the AI could be 
programmed to always take the middle if possible. However, 
this type of rigid thinking is easily overcome by a human 
player, who will quickly realize that the AI always selects 
the middle, and devise a strategy to exploit this inflexibility.
A more sophisticated strategy is for the AI is to create in its 
memory a decision tree reflecting all possible board states 
that could result from each move each player makes, and 
then search this decision tree to find the branch that gives 
the AI the highest likelihood of winning. As moves are made, 
the number of possible branches on the tree rapidly shrinks 
and a path to victory for the AI becomes clear. 
For a simple game like Tic Tac Toe, the number of possible 
game states is relatively small. With three possible states 
for each square (X, O, or blank), and nine total squares, Tic 
Tac Toe has 39, or 19,683 possible game states, and the 
computational workload for creating and examining these 
game states is trivial. However, for a game that is even 
modestly more complicated, such as Connect 4, the number 
of possible game states can quickly become unmanageable. 
A complex game like chess has a number of possible game 
states exceeding the number of atoms in the observable 
universe.

To overcome these memory limitations, other strategies 
may be used, such as only generating a subset of the 
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decision tree for the next five or ten moves of each player, 
and including an algorithm to assess the strength of each 
resulting game state, and then selecting the move that 
leads to the strongest board state for the AI. However, 
this requires the programmer to develop a method for 
evaluating and scoring each possible board state. 
For example, consider Connect 4, a game in which the 
goal is essentially the same as Tic Tac Toe: to have four 
checkers aligned vertically, horizontally, or diagonally. The 
programmer may determine that a move which results 
in the AI having three checkers in a row with an empty 
adjacent square is a strong board state because it advances 
the AI closer to a win. The programmer may design the AI to 
prefer such moves, and the AI’s behavior is thus reflective 
of the opinion of the programmer, and what he or she 
regards as a “strong” board.

Learning AIs
The above examples are helpful to understand the role 
of the programmer in the development of AIs. However, 
in modern commercial usage, AI is more commonly 
“programmed” not directly by a software engineer, but 
rather implicitly through the use of techniques known as 
training or learning. Learning refers to an AI programmed to 
accept data and identify patterns in it relevant to what the 
AI is being tasked to do. 

A simple example of learning is an AI made for identifying 
spam e-mail. This AI’s purpose is to review the message 
contents in an e-mail to determine whether it is spam. 
However, the AI will initially have no basis for classifying 
any single e-mail. It must be “taught” what a spam 
message looks like. To train the AI, a human would typically 
provide the AI with two sets of e-mails: one that is already 
classified and labeled by the trainer as spam, and one 
that is not. The AI then uses, essentially, sophisticated 
statistical techniques to find patterns in the data that 
are strongly correlated with each categorization, and it 
uses numerical regression to develop a mathematical 
function that characterizes the relationship between the 
inputs (an e-mail) and the output (a category—“spam” or 
“not spam”). What specific data, patterns, text, or other 
characteristics ultimately are included in this computation 
are not always clear to a human user, or even the trainer. In 
this sense, a trained algorithm can be somewhat opaque.
Supervised learning requires human input to identify and 

label the inputs, and algorithms may require thousands of 
millions of such inputs to operate with sufficient accuracy 
for production use. This is obviously laborious, and various 
techniques have been developed over time to minimize 
the overhead, such as using a previously-classified set of 
inputs, or crowdsourcing the work. Obviously, the strength 
of the AI, and its decision-making, is related to the nature 
of the training data, and how the trainer categorizes the 
training data. A robust set of highly varied training data will 
make the AI more likely to categorize correctly, which in 
turn is a function of how many different examples of spam 
and non-spam e-mails the trainer can find, and whether the 
trainer has categorized them correctly.

This also introduces a level of subjectivity in terms of the 
trainer biases. Does the training regard any unsolicited 
marketing as “spam,” or only deceptive or misleading 
e-mails? Many systems are trained by multiple people. Is 
there a standard of decision in place to confirm that training 
data is correctly categorized? Is the standard understood 
and being followed in a consistent manner by all trainers?

AI in Standards and Open Source
To further understand the potential complications of using 
AI in standard development and open source software, 
one must understand how AI may be deployed in such 
circumstances. There are any number of ways AI might 
be included in this process, such as by developing a new 
standard. This paper will focus on two specific uses of AI: 
drafting a reference implementation, and drafting a test 
suite.

A reference implementation of a standard, also sometimes 
referred to as a sample or model implementation, is an 
implementation of a software standard whose behavior 
is regarded by the standard-setting organization as a 
definitive implementation that exhibits the correct behavior 
of the software in compliance with the standard. Other 
implementations developed independently that exhibit 
similar behavior will be considered in compliance with the 
standard. 

However, it is important to understand that virtually all 
standards include ambiguities and undefined behavior, and 
an independent implementation could, strictly speaking, 
comply with the technical standard without mirroring all of 
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the behaviors of the reference implementation. These areas 
of ambiguity have historically led to software portability 
problems among multiple hardware platforms and operating 
systems, because programmers become familiar with the 
quirks of the environments in which they develop the most, 
and may train themselves to write code around particular 
behavior of the platform without regard to whether that 
behavior is part of the standard and can be counted on 
to be mirrored in other implementations. Further, in some 
instances, certain implementations simply are not standard-
compliant, sometimes deliberately.

Authorship and Standing
A threshold question in any use of AI to create a new work 
is authorship, which in turn drives copyright eligibility and 
ownership. It is axiomatic in U.S. law that copyrights belong 
by default to the author of the expression in question.3 
Generally, code written by a human is copyrighted by that 
person (to the extent eligible), or her employer under the 
work-made-for-hire provisions of the Copyright Act. The 
panoply of exclusive copyright rights are set forth in 17 
U.S.C. § 106, and provide, among other things, that the 
author has the exclusive right to reproduce the work in 
copies, distribute the work to the public, display the work 
in public, and create derivative works from the work. Id. 
However, if the code in question, such as a reference 
implementation, is written by an AI software agent, who 
is the author that receives these rights? The law offers no 
clear answers yet, but hints as to the applicable analytical 
framework may be found in one of the most unlikely cases: 
the Monkey Selfie. 

In 2011, nature photographer David Slater was attempting 
to capture close-up photos of a critically endangered 
monkey species in Indonesia. The animals proved too 
anxious for Slater to get a close photo, but they were 
fascinated by his photography equipment. Slater set up 
a camera on a tripod with a remote shutter trigger that 
the monkeys repeatedly touched, causing the curious 
macaques to capture various photos of themselves peering 
at their reflections in the camera lens. Some of the photos, 
which became known as the “monkey selfies,” were later 
uploaded to Wikimedia Commons, a web site that only 
accepts freely licensed or public content, with the remark 
that because the photos have a non-human author, there is 

no copyright. Slater disagreed, and the dispute culminated 
in People for the Ethical Treatment of Animals (PETA) filing a 
case on behalf of one of the macaques, whom PETA named 
Naruto, seeking to establish Naruto’s copyright in the photo 
and to be appointed to administer the associated royalties. 
The District Court ruled against PETA on standing grounds, 
finding that Congress, in drafting the Copyright Act, did not 
authorize copyrights to be vested in anything other than 
a human.4 PETA appealed and the Ninth Circuit affirmed.5 
The Ninth Circuit proceeded to rule on the merits of the 
claims on Naruto’s behalf, and concluded that animals have 
statutory standing only when Congress expressly says so; 
otherwise, they do not. Because the Copyright Act does 
not expressly authorize animals to file suit for copyright 
infringement claims, Naruto has no standing, nor do any 
animals other than humans.6

It is important to note that the Ninth Circuit did not address 
the question of whether Naruto could own a copyright, 
which was the genesis of the dispute. Rather, the case was 
dismissed on standing grounds due to Naruto’s status as 
an animal. However, the ruling provides potential guidance 
about how the federal judiciary might treat a case involving 
the copyright to a work created by an artificial intelligence.

Strictly speaking, nothing in the language of the Copyright 
Act expressly precludes an AI from being an “author” 
and therefore owning a copyright, but the Act was plainly 
written with the implicit understanding that authors are 
humans. The Copyright Act refers, for example, to concepts 
that are, at least at present, only associated with natural 
persons and juristic entities, such as nationality, domiciliary, 
and perhaps more pointedly, the children, heirs, widows, 
and spouses of authors.7 This verbiage was relied upon by 
the Ninth Circuit in Naruto 7 as evidence weighing against a 
Congressional intent to grant statutory standing to animals, 
on grounds that animals do not marry or have heirs entitled 
to property by law. This same verbiage would seem to be 
equally applicable, at least at present, to an AI.8 

Thus, an AI may not be able to assert rights, assuming 
it could establish that it had any. This would make, for 
all practical purposes, AI-produced content incapable of 
enforcement. In Naruto, Slater staged the “tools” for a 
new creative work to be created, by selecting the location, 
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position, and settings of the camera, but he ultimately had 
little to do with the actual photograph taken. Mr. Slater 
did not select Naruto as the subject of the photograph, 
nor did he pose Naruto, determine when to take the 
photograph, or take any other actions that would impart to 
the work Mr. Slater’s creative vision. Similarly, a reference 
implementation or test suite written by an AI arguably 
has no human author. Although a human programmer 
created the “tools” that made the resulting work possible, 
no human author authored the specific lines of code 
that resulted in the reference implementation or test 
suite. Absent a Congressional directive to the contrary, a 
reference implementation or test suite so created may be, 
for all practical purposes, in the public domain.
If so, the reference implementation and test suite would 
be freely available for reproduction, use, derivation, and 
publication by anyone, without limitation. This in turn would 
cause a loss of control over the works, which could in 
turn result in a splintered environment in which multiple 
versions exist and are offered up by various competing 
organizations, each version customized to suit the ends 
of each organization. Such versions that include new, 
additional copyrightable material could be separately 
copyrighted to that extent, resulting in rapid confusion in 
the industry over the ownership status of the standard, 
and which is the true reference implementation. If one 
non-SSO implementation becomes preferred, or the de 
facto standard, the standard may effectively be hijacked 
by a non-SSO organization, and the purpose of having a 
standard in the first place lost.

This issue could also be problematic for free and open 
source software (sometimes referred to collectively as 
“FOSS”). FOSS encompasses two related but not entirely 
compatible philosophies about the use, modification, and 
distribution of software. The “free software” movement is 
perhaps best exemplified by the Free Software Foundation 
(FSF), which advocates for the belief that software users 
have certain civil liberties with respect to software they 
acquire, and software authors are only able to inhibit the 
exercise of these rights due to the Copyright Act, which 
effectively puts authors in position to dictate the terms of 
software licenses. FSF seeks to reverse the Copyright Act 
and use it a weapon against itself (thus, so-called “copyleft” 
licenses) by licensing software on terms that not only grant 
to the recipient the civil liberties that FSF supports, but 

requires the recipient to re-distribute the software only on 
the same terms. The widely-used GNU family of licenses, 
such as the General Public License 2.0 and 3.0 (GPL), 
attempt to encapsulate these concepts. The other major 
component of FOSS is “open source” software, a broader 
term that includes software that is distributed for free with 
few conditions, and usually less philosophical overhead 
than FSF. Examples include the ubiquitous “MIT” and “BSD” 
licenses.

For open source projects that depend on the Copyright Act 
to enforce the licensing terms, the lack of enforceable rights 
could prove problematic. For free software in particular, it 
is not enough that the original free program is still made 
available by those who receive copies of it. Anybody who 
modifies that software, or incorporates it into new software, 
is required to release the source code to the modifications 
of new program on the same terms. This has made the 
GNU family of licenses commercially difficult to adopt, 
and resulted in a large number of creative workarounds to 
prevent the GPL license terms from bleeding over into new, 
proprietary code to which the enterprise does not wish to 
release the source code.

However, if an open source program is not copyrighted, then 
licensing it under a GPL-type license may not be effective 
to enforce the open sourcing requirements downstream. 
If the program has no author, or at least no enforceable 
rights, then anybody who acquires a copy without accepting 
the license may do with it whatever she pleases. This may 
include making modifications or incorporating the code into 
a new program, and distributing the modifications or new 
program in executable format only, without open sourcing it.

Bias
AIs can become biased based upon how they are 
programmed or trained. In some sense, bias in an AI 
is unavoidable. All AIs operate under at least some 
performance constrains that impart a bias, which we might 
think of as the “cost of doing business” when a computer 
is involved. But, there are other forms of bias as well, 
which may be both more subtle and more pernicious. A full 
exploration of the source and consequences of these biases 
is beyond the scope of this paper. For present purposes, it 
is important to understand that AIs necessarily reflect at 
least some degree of bias, some of which we may generally 
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find permissible and reasonable, but some of which we may 
find unethical, or in extreme cases, unlawful.9 

Technical Bias
AI’s biases are not limited to its programmer’s subjective 
opinions about the subject matter of the algorithm, but may 
also include technical biases resulting from engineering 
choices. Designing and developing software involves the 
identification and assessment of performance tradeoffs, 
data limitations, and user experience considerations. The 
technical constraints on the AI—computational power, 
available memory, data integrity—often require software 
developers to engineer workarounds. Even simple choices 
such as user interface layout introduce biases that may 
privilege certain individuals.
These are easily understood difficulties with technical 
bias, but there are other, deeper technical biases that 
programmers deal with every day in software engineering, 
and which can influence how a system processes data. 
These biases reflect each individual programmer’s personal 
opinions about software engineering and the “right” 
way to program a computer. These convictions are often 
passionately held over matters that appear trivial and 
inconsequential to those outside the industry, but which 
may influence how an AI approaches a problem, for better 
or worse.

Even very basic software engineering decisions can 
influence the behavior of the system. Even without input 
or bias of any person, the software may still provide an 
advantage to some third parties over others. A simple 
example of this is the display of research results. It is 
well-known in psychology that people like lists, and tend 
to prefer choices at the top of lists. The longer a list is, 
and the further down the list an option is, the less likely 
that option is selected. If a set of options is presented 
alphabetically, those beginning with the letter A will be 
chosen disproportionately more often. Likewise, if options 
or results are presented in multiple pages, any data not 
provided on the first page is likely to be ignored. Thus, the 
decision about how to present a list can create biases in 
how users interact with the system, and which options they 
select

Programmer Bias
This paper has discussed how programmer opinions 

influence the behavior of the AI. Those opinions are 
influenced by the programmer’s experiences, familiarity 
and skill level with the AI’s intended function, such as 
playing a game, as well as the programmer’s subjective 
biases, known or unknown. For example, for Connect 4, 
the programmer may have a bias in favor of claiming the 
middle column, similar to the common opening move in 
Tic Tac Toe. Likewise, if the programmer believes that a 
board with three checkers in a row is strong, he or she 
may program the AI to also prefer moves that prevent the 
opponent from being able to place three checkers in a row. 
This again can makes the AI “solvable.” Once players gain 
familiarity with the AI’s decision-making process, they can 
devise strategies to exploit it.

In the context of a game, this is relatively harmless, but 
for other uses of AI, the programmer’s biases can have 
a more subtle and pernicious impact on the algorithm’s 
decision-making process and how it impacts humans 
interacting with it. Consider, for example, a program 
designed to assess credit risk associated with a potential 
bank loan. The algorithm may consider credit scores (which 
may themselves also be the products of AIs), or may seek 
publicly available records about the borrower and adjust 
the risk based on what it finds. This can also introduce 
bias. For example, the particular records or data sources 
deemed most relevant by the programmer will then bias 
the results—the availability of a loan, using the example—
based on available data.

In a practical sense, programmer bias is perhaps the 
easiest to address because the decision-making is 
transparent and explicable. The source code can be 
examined to understand the algorithm, or the programmer 
can be interviewed to understand the rationale behind 
the decisions made by the machine. If we find that the 
programmer’s decisions are influenced by unwanted biases, 
the issue can be addressed. Humankind’s public institutions 
have been grappling with the problem of human biases for 
as long as there have been public institutions, and we have 
an extensive (though far from perfect) panoply of tools to 
find and mitigate this type of bias.

Data and Training Bias
The situation is different with trained AIs. An AI programmed 
through supervised learning picks up the biases inherent 
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in the data and trainers. For example, consider the use of 
an AI to filter through thousands of applicants for a highly 
demanded opportunity, such as a scholarship or desirable 
job opening. An AI may be “trained” to filter through tens 
or hundreds of thousands of applicants to narrow down 
the list to only a few dozen or a few hundred of the most 
promising candidates, thereby saving the cost and time of 
human reviewers. The training data used to “teach” the AI 
about which candidates are preferred might be resumes or 
applications submitted by prior recipients of the award in 
question, along with all of those who made the short list. 
The training data to teach the AI about who to disregard 
might be all of the rest.

The AI would thus simply be trained to reflect the existing 
biases of the decision-makers, not seek out objectively 
qualified candidates based on some testable criteria. 
That is, the training data is itself biased, and the AI is 
merely being trained to mimic that set of biases. Thus, in 
a supervised learning setting, the biases of the humans 
selecting the input data and performing the classification 
will necessarily impact the regression analysis and the 
mapping function that the AI creates. 

Moreover, the set of available training data is finite, but the 
set of possible new inputs is infinite and its composition 
and distribution generally changes over time. This means 
that the AI has been trained on data that does not mirror 
the real world, and we are simply assuming that the limited 
training data available is an adequate model to classify new 
data that does not yet exist. 

An illuminating real-world example can be found in 
Microsoft’s “Tay” conversational AI, which illustrates 
potential problems with using even well-curated, filtered 
training data. In 2016, Microsoft released a “conversational 
AI” dubbed “Tay,” which Microsoft had trained with 
clean, properly modeled public data, and then exposed to 
the general public on Twitter. Tay was an experiment in 
conversational understanding, the idea being that other 
Twitter users could interact with Tay, and Tay would learn 
and become smarter. It likely surprises nobody that after 
one day of interacting with Twitter users, Tay began to 
reflect some of humanity’s worst tendencies, repeating 
sexist, racist, and genocidal messages, including accusing 
Ricky Gervais of learning atheism from Hitler. 

Explicability
Continuing the above example, we do not necessarily 
understand what data patterns the AI is finding in the 
training data that is motivating these outcomes. Unlike a 
board of human reviewers, who can consider the evidence 
rationally and issue a decision that can be interrogated, 
the AI’s regression function may be less explicable. The 
AI’s decision-making process is less subject to direct 
observation and examination. This in turn may result in 
source code that exhibits behavior that, while compliant 
with the specification, is reflecting of biases that are 
difficult to identify and separate. While we must accept 
certain types of biases, such as those resulting from 
operational constraints, these biases are not neutral and 
may privilege certain groups of users at the expense of 
others.

To further understand how this may play out in a standard, 
consider the Portable Operating System Interface (POSIX) 
socket standard. See “The Austin Common Standards 
Revision Group” accessed at https://www.opengroup.org/
Austin/. POSIX sockets are an application programming 
interface for computer programs that communicate over 
networks, such as the Internet. Conceptually, network 
communications are similar to placing a telephone call. 
One computer attempts to “call” another, and the other 
computer either accepts or declines the call. If it accepts, 
each computer at each end of the communication session 
can send and receive data over the connection. When the 
session is over, the first side to “hang up” ends the call for 
both. In programming parlance, each of the two endpoints 
for this communication session is a “socket.”

The POSIX sockets API standard defines a simple, human-
readable interface to a complex set of low-level hardware 
and operating systems operations, and invoking them alerts 
the computer to reserve the resources required to carry 
out the network operations for however long the program 
requires them. This allows the programmer to focus on 
writing the program logic while the operating system 
manages the computer. The POSIX standard is implemented 
on virtually all Unix and Unix-like operating systems, but the 
standard does not define all behavior of the system. 

For example, the POSIX defines an API functions called 
“close()”, and its purpose is similar to hanging up the phone 
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on a voice call: it indicates that the “call” is over. Like a 
phone call, either end of the connection may hang up at 
any time by invoking the “close()” function, and this will 
force the call for both sides. However, the standard does 
not define what happens next. Should it work like a cell 
phone call or a landline phone call? On a cell phone, once 
either party ends the call, the call is over for both and the 
system resources are automatically freed for immediate 
use, without the party who did not hang up having to also 
push the “end” button. However, on a landline call, the party 
who did not first hang up must also return the handset to 
the cradle to signal that the resource is no longer in use. 
Otherwise, no further calls may be placed or received 
because the phone line is still “busy.” 

This subtle difference in behavior has been the source of 
nightmarish software bugs. For example, if a programmer 
writes a web server using an operating system that 
automatically ends the call, once a user closes a web 
browser, the web server’s network resources are 
automatically released for use by another browser and 
the programmer needn’t invest any development time into 
having the server “hang up” the connection, too. However, if 
that code logic is ported to an operating system which uses 
the landline model, a bug is introduced. The server will not 
release the limited number of network resources available, 
even though they aren’t being used. Eventually, there will 
be no more available resources and the server will begin 
to reject new connections, making the web server appear 
to be off-line. However, if the server is shut off, all of those 
reserved resources are freed up again, and if the server is 
restarted, it will, of course, work properly because those 
resources are once again available for use. 

This type of software bug is subtle, and both difficult 
and time-consuming to debug and easy to misdiagnose. 
Developers may incorrectly attribute the behavior to an 
error in the operating system, or conclude that the server 
doesn’t have enough memory or has too slow of a network 
connection. This can in turn lead to expensive, wasteful, 
inconvenient, or unnecessary workarounds that do not 
actually fix the problem, such as upgrade the hardware, 
adding more network bandwidth, or rebooting the machine 
every day.

Turning to an AI-implemented standard, consider how an AI 
might implement a standard with ambiguous or undefined 
behavior. In this case, the AI might choose to free the 
resources upon detecting a hang-up (e.g., the cell phone 
approach) or not (the landline approach). Alternatively, an AI 
might select some different option that does not conform to 
either paradigm because it is unlikely to have been trained 
on either operational convention. This in turn may lead to 
erratic, non-intuitive, unpredictable behavior in areas where 
the standard is ambiguous or undefined. The AI’s decision-
making process is not subject to interrogation. We cannot 
sit down with the AI and ask why the program behaves the 
way that it does. Likewise, the approach taken by the AI 
will reflect productive biases inherent in the training data, 
which will prioritize the utilization of certain resources over 
others. This can result in reference implementation being 
developed that functions properly only in its technological 
context. 

AIs may also be implicitly biased towards implementations 
that favor computational resources that are currently 
cheap and perform relatively well. This can have important 
downstream impacts on the cost-effectiveness and 
performance of the reference implementation in the future. 
For example, until the early 2000s, servers and storage 
were prohibitively expensive and computational throughput 
was limited. Software was thus often written in a manner 
designed to minimize memory and disk utilization, as well 
as the number of computing cycles required to process 
data. This could result in coding techniques that are difficult 
to read and understand, or “kludges”—sloppy, haphazard 
solutions that violate good programming principles but get 
the job done. Conversely, the modern availability of cheap 
storage and fast processors has resulted in a generation 
of programmers having no need to master programmer 
techniques to minimize resource utilization. But there 
remain applications in which large volumes of data are 
generated and adding even a small amount of data to a 
record structure may inflate overall storage requirements 
significantly and impose major organizational costs. How 
an AI is programmed or trained to develop code will be 
influenced by these considerations, and which resources 
an AI attempts to minimize (or maximize) will depend 
on these biases. The AI may implicitly learn biases in 
favor of resources that are cheap, plentiful, and have 
excellent performance profiles now, but this may result in 
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performance bottlenecks emerging when costs and relative 
performance characteristics change.
Putting all of this together, the common concern across all 
of these issues is twofold. First, the AI’s decision-making 
process is influenced, directly or indirectly, by implicit 
biases embedded in the training data or opinions of the 
programmers creating the AI, and those biases in turn 
reflect the biases of the day. Second, the AI’s decisions 
cannot be interrogated, and the rationale for them cannot 
be understood. While many of these biases may be 
productive biases, they are not neutral and will privilege 
some at the expense of others. However, because we lack 
the ability to interrogate the decision, separating productive 
biases from more ethically challenging and pernicious 
biases is a difficult exercise.

Judgment
A related challenge is the exercise of judgment. We 
currently do not have the ability to train an AI to exercise 
moral judgment, or any judgment about situations for which 
it has not been trained. These situations are often latent in 
the subtle interplay between different parts of a standard, 
and may not be discovered or fully appreciated until 
programmers actually begin the process of implementing 
the standard. An AI not trained on such issues has no basis 
for exercising judgment on how to overcome or address the 
problem. 

Conceptually, imagine that you’ve been handed a box of 
jigsaw puzzle pieces for ten different puzzles, and you’re 
given the boxes for each. You can most likely guess, with 
reasonable accuracy, which puzzle each piece belongs 
to, and sort them into piles for assembly into a finished 
product. However, imagine the same scenario, except that 
the box includes pieces to an additional puzzle whose box 
you have never seen, but you are told that all of the pieces 
go to one of the ten boxes you have seen. You will take your 
best guess as to which pieces should go where, and they 
will all be wrong because you have no knowledge of the 
true target, and ample knowledge of the collective wrong 
targets. Likewise, an AI asked to exercise judgment about a 
problem for which it has no frame of reference may result 
in a chaotic exercise that produces deeply flawed results. 
However, unlike the jigsaw puzzle, those flaws may not be 
evident on the face of the solution, particularly if an AI is 
also tasked with developing a test suite.

Gaming the System
Again, the influence of bias, the lack of explicability, and 
the inability to observe and interrogate the decision-making 
process lays the groundwork for reference implementation 
that behaves erratically in edge cases and unanticipated 
situations for reasons that cannot be understood or 
predicted. This in turn may result not only in stability and 
functionality concerns, but privacy and security issues. 
As described earlier in this paper, a common vulnerability 
of AIs is that once a human understands the decision-
making process, the system can be gamed. If software is 
developed in this fashion, new attack vectors for exploiting 
security vulnerabilities may arise. However, unlike existing 
technological holes that are well-understood and monitored 
in the code review process, we are in the same position as 
the AI creating the security holes: attempting to attack a 
problem we don’t understand because we have extensive 
knowledge of the wrong targets and no knowledge of the 
true target. 

Consider an AI whose function is to find the best price 
for plane tickets for a vacation. The user provides basic 
information, such as departure location, destination, and a 
range of dates, and the algorithm finds the best deal. If a 
given airline does not make its data available, the algorithm 
cannot consider it as part of the calculation and thus that 
airline will never show up in the results, even if it does in 
fact offer the best price for the trip. 

While it may be tempting to lay blame on the airline for 
failing to make its data available, suppose the problem is 
not a lack of data, but rather than the data format used by 
the AI to compare prices is incompatible with the format 
in which certain airlines distribute their flight information, 
and a difficult and expensive conversion process would be 
required. The AI company has simply decided not to incur 
the cost of the conversion, and so a legitimate market 
player is excluded from the results due to engineering and 
resourcing decisions by the AI company.

Another potential complication is that similar data does 
not represent the same information. If Airline A includes 
in its published prices the cost of the ticket plus taxes 
and fees, but Airline B does not, Airline B will appear 
more competitive to Airline A than it actually is. This may 
artificially bias the results in favor of Airline B and direct 
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more consumer traffic to Airline B, many of whom will 
purchase tickets and pay the extra fees without going back 
to determine whether Airline A might actually be cheaper 
once taxes and fees are considered.

Airline A will, of course, eventually learn that it is losing 
business to Airline B based on this flaw in the AI, and seek 
to understand how the AI processes information, and Airline 
A may restructure its data to cause its rates to appear more 
attractive (or, in Airline A’s perspective, more accurate when 
compared with Airline B). This is, conceptually, similar to 
exploiting a Tic Tac Toe algorithm that always picks the 
center square. Once you understand how the AI processes 
data and makes decision, you can exploit the algorithm and 
game the system to your advantage. In a game of Tic Tac 
Toe, the advantage is the dubious distinction of defeating 
a poorly designed algorithm. However, in a commercial 
environment, the advantage may be a large volume of sales 
at the expense of a competitor, based not on informed 
consumer choice, but on manipulating the invisible levers 
of an opaque system consumers trust because it has the 
appearance of fairness and neutrality.

Conclusion
Humankind has long been fascinated by the prospect of 
creating artificial life, and the digital computer has brought 
this concept closer to reality than ever. AI is becoming an 
increasing part of our lives, and all lawyers are well-advised 
to develop familiarity with what it is, and how it works, 
so that we can guide our businesses, law firms, clients, 
practices, and laws in a responsible, informed, and ethical 
manner. 
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